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2. Motivation 

The computational power has been traditionally searched from newer manufacturing 
processes and increased clock frequencies [19][5]. The semiconductor process 
technologies progress rapidly. The state-of-the-art technologies fall into legacy processes 
in a few years. The processes are typically distinguished by the minimum drawn line-
width of the transistor in nanometers. Currently, 65 nm designs are regularly shipped and 
first dies manufactured in 45nm have been introduced [20]. Typically, desktop processors 
designed with custom logic, flash memories, and DRAMs lead the way [21]. However, 
with the newest technologies, starting from 90nm, the significantly increased power 
consumption among increased process variability has forced an attitude shift towards more 
parallel architectures with lower clock frequencies. For example, desktop processors are 
moving to multi-core [20][5] and also processors with multiple cores for embedded 
systems are introduced [6].  

Ideally, all the components that are required for the system to function properly are fitted 
into a single chip, SoC. The more is integrated into a chip, the less the resulting product 
costs. However, there are certain practical constraints and typically SoCs include the main 
digital functionality but for example analog radio blocks and memories (e.g. flash storage) 

 

Figure 1. SoC consumer stationary design complexity trends as shown in [22].  
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reside outside the chip. In general, SoCs include several processors, co-processors, 
memories, interconnection, hardware accelerators, peripherals, and I/Os. For example of 
the development, in 1990-1992 mobile phones included 15 ICs and 800 other discrete 
components and in 2002 3-4 ICs and 200 discrete components [23]. 

ITRS prediction of the number of processing engines in “SoC Consumer Stationary” 
(SoC-CS), i.e. not portable SoCs, is shown in Figure 1 [22]. It includes a general-purpose 
main CPUs that implement control logic and Data Processing Engines (DPEs) that process 
the data. DPEs are specialized high-speed data processors with reduced general purpose 
features. In year 2007, there is one main CPU and 8 DPEs in an average SoC. Then 
number of components rapidly increases as e.g. in year 2013 there are a few main 
processors accompanied with 47 DPEs on average. 

2.1 Software and parallelism 

The software designers have to adapt to the changing phenomena as the hardware 
architecture forces to use parallel software for high performance. Traditionally designed 
sequential software cannot exploit the full computational power of parallel architectures 
and there has not been a break-through in automatic parallelizing compilers, even though 
the area has been heavily researched. ITRS predicts concurrent compilers to appear in 
2013 [24]. Especially multimedia processing requires high computational effort. 
Fortunately, the multimedia processing has intrinsically a lot of parallelism that can be 
exploited. Thus, the research on parallel software is also essential in order to utilize the 
parallel hardware architectures. The programming challenges of parallel machines are 
briefly described in [25]. 

Furthermore, a significant amount of the functionality of a product will be implemented 
using software [8]. This allows manufacturing a base architecture (or platform) for 
different products so that the divergence can be achieved with software (platform-based 
design) [8]. Consequently, however, the complexity of software included in products is 
increasing, up to 140% per year [8]. The multiple processors are also used for modularity. 
In this approach, the software is divided into several independent functions on different 
CPUs [26]. Thus, the software development project can be maintained better. In safety-
critical applications, multiple processors with independent software can be used to provide 
redundancy [26]. 

2.2 Implementation technologies 

For a regular engineer, two mainstream implementation technologies are ASICs and 
FPGAs [27]. Only a minority of design starts use custom Integrated Circuit (IC) 
technology.  

The ASICs are grounded on standard cells and gate arrays. In standard cell design, a set of 
basic primitives such as logic gates are pre-defined by the manufacturer for the designers 
to use. The gate arrays have a pre-fabricated gate array in the silicon and the designer can 
customize the connections between the gates to form any kind of a function. The standard 
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cell design offers more freedom translating into higher speed and lower area, but the Non-
Recurring Engineering (NRE) costs for gate arrays are smaller [27]. 

The NRE costs of ASIC design have been increasing with new technologies. This includes 
the mask cost that is in range of one million US dollars, depending on the size, and the 
problems of increased design complexity [28]. The tools required for ASIC designer are 
very expensive, on average of $200K/engineer a year in 2004 as reported in [29]. 

The manufacturing process variations are increasing, causing larger proportions of the 
cycle time to be allocated for speculative worst case scenarios. The predictability of the 
chips becomes worse. The reliability and robustness of the chips are also at stake with 
lowering voltage levels and transistors and wires being ever closer to each other. 
Furthermore, the power and energy management has to take the static power consumption 
into account [30]. Devices having multiple voltage islands will complicate the energy 
management. In a summary, there are many things complicating the ASIC design and each 
of them will increase the NRE costs of the ASICs.  

The ASIC manufacturing processes are increasingly directed towards two goals: either 
low-power or high-performance [31][32]. Basically, using low-power process typically 
indicates that the maximum clock frequency of the chip does not necessarily increase from 
the previous generation, but power consumption is reduced significantly. High-
performance process, sometimes dubbed general-purpose process, increases highest 
possible clock frequency while the power consumption stays roughly constant or 
increases.  

2.3 FPGA technologies 

The NRE costs to develop products based on FPGAs are significantly less since the 
complicated back-end design of an integrated circuit is already taken care of by the device 
vendor and RTL descriptions of the design are sufficient for FPGA. Furthermore, FPGA 
vendors typically provide a decent toolset of a complete flow with a low price, $2K-
$3K/designer/year reported in [29]. However, due to more general-purpose nature, FPGAs 
have lower performance than ASICs in terms of maximum operating frequency. The area 
of FPGA designs is also larger in silicon due to programmable structures. Furthermore, the 
FPGAs consume more power than ASICs. Subsequently, FPGAs are traditionally used 
only in digital electronics which are hooked up to the wall power.  

A basic cell of FPGAs is Logic Element (LE) that basically includes a 4-input Look-Up 
Table (LUT) and a flip-flop. The digital circuits are formed by programming the LUT and 
the interconnections between LEs. The FPGAs also include several types of embedded 
hard macros such as embedded SRAM memory, embedded multipliers, and different kind 
of I/O structures. The vendors offer several types of devices that all have different 
combination of logic elements, embedded macros, and I/Os. The FPGAs are multipurpose 
and therefore, the amount and type of hard macros is always a compromise between 
requirements since every added hard macro increases the cost of the chip to the client, 
whether used or not. 
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The trend of ASIC manufacturing processes separating can also been seen in FPGA 
industry where lower performance, low-cost, and low power devices are sold alongside 
the high-performance devices [33]. Note that the design of an FPGA device itself is 
actually a custom IC development process [12], but that is done by the FPGA vendor. 

There are basically three types of FPGA device implementation: SRAM-, antifuse-, and 
flash-based devices. The main difference is how the programming cells to configure LUTs 
and routing switches are implemented. SRAM- and Flash-based devices are 
programmable over and over again while antifuse devices are only one-time 
programmable, hindering the usability in product development. Furthermore, antifuse- and 
flash-based devices are typically a few process generations behind the SRAM-devices so 
that the best performance is obtained with SRAM-devices. The most widely used FPGAs 
are SRAM-based [34].The biggest vendors of SRAM-based FPGAs are Xilinx and Altera. 

The biggest problem of SRAM-based FPGAs is that they are power-hungry, large, and 
require an external programming device since SRAM contents are lost whenever power is 
turned off. To alleviate these problems, Altera and Xilinx are offering structured ASIC 
solutions. Altera calls these hardcopy FPGAs [35] and Xilinx calls these EasyPath [36]. 
Altera claims that the unit cost is decreased by up to 90% with even 50% decreased power 
consumption and increased performance topping 350 MHz [35]. On the downside, the 
programmability is lost as the design is converted into a structured ASIC. Although the 
aforementioned advantages are marketing figures, the savings are certainly significant. 
The devices are guaranteed to be functionally equivalent pin-compatible drop-in 
replacements. 

2.3.1 Development of FPGA capacity 

FPGAs have grown large enough to hold complete systems. The Table 1 shows in general 

Table 1. The development of Altera FPGA devices. 
 

FLEX8000 1993 1 296 0.42 125 - - - - -
FLEX10K 1995 4 992 0.42 204 20 480 - 865 19 1.0
FLEX10KA 1996 12 160 0.3 204 40 960 - 865 38 2.4
APEX20K 1998 16 640 0.22 - - - - - -

APEX20KE 1999 51 840 0.18 - 442 368 4 PLLs 795 47 11.3

APEX20KC 2000 38 400 0.15 - 327 680 4 PLLs 795 66 8.4

APEX II 2001 67 200 0.13 - 1 146 880
8 PLL, I/O 
interfaces

795 59 14.6

Stratix 2003 79 040 0.13 420 7 427 520
22 DSP, 12 PLLs, 
I/O interfaces

491 125 27.9

Stratix II 2004 179 400 0.09 567 9 383 040
96 DSP, 12 PLL, 
I/O interfaces

553 179 56.2

Stratix III 2006 338 000 0.065 - 20 497 491
112 DSP, 12 PLL, 
I/O interfaces

514 196 113.9

SDRAM Controller

MHzLEDevice Year 
Max. 

Capacity 
[LE]

Process 
[ m]

Max.
MHz

Max. 
Memory 

[bit]

Embedded 
functions

Relative 
size of 
FPGA
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how the Altera FPGA devices have developed from the mid-90s 
[37][38][39][40][41][42][43][13][17]. The capacity is reported in Logic Elements and in 
equivalent Logic Elements for Stratix II and III that have undergone some architectural 
changes. The reported values are maximum values of devices of the same family, not 
necessarily embodied in a single device. The maximum frequency is not always 
mentioned in the manuals. 

The frequency shown is from implementation of a 16-bit counter. Embedded memories 
started to appear at 1995 with Flex 10K devices. First functions embedded within the 
FPGA emerged in Apex20KE devices in 1999 with Phase-Locked Loops (PLLs) to 
control the clock. Fast I/O interfaces required for e.g. memory accesses and gigabit 
transceivers were embedded in 2001. Stratix in 2003 introduced Digital Signal Processing 
(DSP) elements that include embedded multiply-accumulate blocks.  

 
Figure 2.a) The increased capacity of FPGAs, reported by the manufacturer and 

relative device sizes from case study and capacity. b) The trend of the growth of capacity 
of FPGAs.  
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For comparison, a custom SDRAM controller was synthesized and placed-and-routed in 
each available device in Quartus II software with the same parameters. Although this is 
only a narrow study, it can be observed that the capacity of the FPGAs have grown at 
great speed as Figure 2a) depicts. 

Due to architectural changes in Stratix-series, the used number of logic elements drops 
compared to previous implementations. The relative size (of the case study, shown in the 
table) shows how much the capacity has grown, i.e. how many free logic elements there 
are after the implementation of the SDRAM controller, relative to the Flex10K device. 
Relative size from capacity is simply counted from the reported maximum LE capacity. 
The case study shows almost double relative size compared to the value counted from 
capacity – most probably this is due to the architectural changes favoring the case study 
design and not straightforwardly generalizable. It, however, indicates that the reported 
“equivalent LE” figures are correct, not just excessively positive marketing figures. 

The case study also shows that the reported maximum frequencies are not really 
obtainable in practical designs. Figure 2b) shows the trend of exponential growth of the 
maximum capacity of FPGAs. According to the figure, a million-LE FPGA can be 
expected in 2009 and multi-million LE FPGAs in 2011. 

2.3.2 FPGA routing architecture 

Typical FPGAs have a regular two dimensional row- and column-based structure to 
implement custom logic. The logic is implemented with the LEs that are grouped into 
larger groups, LABs. Then, there is interconnection fabric between the LEs, I/Os, and 
supported embedded functions. The interconnection fabric consists of wires and 
programmable switches that form the static routes from source to destination. 

 
Figure 3. Basic FPGA device interconnection fabric (Altera). 
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built with several discrete microcontrollers or Digital Signal Processors (DSPs). For 
example, in [53], a FPGA-based embedded controller for magnetically suspended rotor is 
proposed. 

An intriguing path is that the high-end commercial products are first rapidly implemented 
with FPGAs that have lower lead-time than ASICs. Then, as the volumes ramp up, designs 
are converted into ASICs or hardcopy FPGAs (structured ASICs). The survey in [4] 
reports that in ASIC, concept-to-prototype time is under 6 months in 54% of cases and 
time from prototype to production is under 6 months in 57% of cases. The same 
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3. Interconnection-based design 

Hardware architectures typically include a number of global signals that span over the 
whole chip. Concerns over the delay of the global signals have increased with current 
technologies. Therefore, new paradigm of an interconnection-based design has emerged, 
where a key component in a SoC is the interconnection [28][54][8][55], or Network-on-
Chip [56][7].  

In FPGAs, the routing delay accounts for 60-70% of the critical path delay in [57].  Even 
higher routing delays in FPGAs when capacity is nearly completely utilized have been 
experienced in this work. This is due to FPGAs having a limited amount of (especially 
global) wiring. Therefore, FPGAs are good platforms for studying the interconnect-centric 
design. 

Interconnection-based design is based on separating the communication and computation, 
separation of concerns [58]. Figure 5 depicts architecture from the two viewpoints. This 
separation allows handling communication network and computational units in isolation 
so that changes can be made without dependence on each other.  

In practice, the isolation and separation is done by using generic, fixed interfaces, once 
designed and then re-used [8][59][60]. The interfaces are also used to abstract the 
hardware for convenient software usage [61][58]. Then, the software can be easily re-used 
even if the hardware platform changes. 

Figure 6 shows an example where a processor accesses a hardware accelerator. The 
example shows two generic, reusable interfaces offered by the interconnection. On the 
lowest level, hardware components connect to the interconnection via hardware interface. 

 
Figure 5. Computational view (a) versus interconnect view (b) of the same architecture. 
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Apart from signaling, the hardware interface implements the protocol that is used in the 
interconnection. The hardware interface is generic, abstracting away the implementation 
details [61]. For example, the destination of a data transfer is given in ID instead of using 
a specific interconnection addressing scheme. If a packet-switched interconnection is used, 
the packetization of the data is done within the interconnection and not by the accelerator 
(or processor). However, the same interface is always used regardless of the switching 
mode of the network and the usage of the interconnection remains the same. 

The application software uses hardware via drivers. For modularity and re-use, the drivers 
use interconnection Application Programming Interface (API) that offers fixed 
communication primitives such as to receive and to send data. The interconnection API 
isolates all the processor-specific code. Then, changing the processor does not necessitate 
a change in the driver codes. The CPU interface in signal level is fixed, but the way the 
CPU accesses the interconnection hardware, directly or through e.g. DMA, may differ. For 
example, it can be used through processor’s internal bus or through I/O pins. 

In a summary, interconnection-based design helps efficient HW and SW re-use and 
scalability both for area and performance [8][59][60]. 

3.1 Interconnection topologies 

Typical topologies for on-chip interconnections are depicted in Figure 7 and briefly 
reviewed in the following. In the figure, the dots represent switches and rectangles IP 
blocks. The routers are interconnected with lines denoting links. In case of a shared 
medium, there are no routers (single bus) or the shared lines are multiplexed (white circles 
in crossbar) 

The best properties of the buses are simplicity, low area usage, and familiarity since buses 
have been used for long. The simplicity of a single shared bus allows easy implementation 
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of broadcast, debug, and cache coherence. Buses are typically circuit-switched. The buses 
have only one shared link to each destination and the bandwidth of the link is divided 
between all the components, leading to decreased bandwidth per component as more 
components are added. 

There are some negative properties in traditional buses that hinder the scalability [28][56]. 
Wiring is the most important because it has a direct impact on scalability. Long global 
wires are slow, require large repeaters in ICs and go through many switches in FPGA 
fabrics. Furthermore, routing of a large set of global signals is problematic. If we have a 
high number of global signals and add more functionality to the system, the wires start to 
limit the interconnection clock frequencies. For example, 32-bit single-layer AMBA AXI 
bus includes 151 global signals [62]. In comparison, 32-bit single-segment HIBI contains 
only 37 global wires. 

It is estimated that a traditional single shared bus is convenient only for architectures 

Figure 7. On-chip interconnection topologies with 16 components. 

a) Single shared bus b)  Hierarchical bus

c)  Mesh d)  Torus
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containing fewer than five processors and rarely more than 10 bus masters [56]. 
Furthermore, having numerous repeaters increases power consumption [56]. Hierarchical 
buses split the bus into several segments that are not as much susceptible to long wires and 
reduced bandwidth as single buses. 

Two-dimensional mesh network offers four output links for each node and one link to the 
connected component, apart from the nodes in the borders [63]. In torus, also the border 
nodes have four output links [63]. Therefore, meshes have several routes for each 
destination. Meshes are the most researched Network-on-chips (NoCs) [63], for example 
[64][65][66], and several researchers even tend to use mesh and NoC as a synonym. 

Butterfly (also known as fat-tree) networks, for example [67][68], have also several paths 
to destinations, fewer than in mesh, but the hop count between nodes is smaller [63]. 

A single octagon topology supports 8 components, but octagons can be hierarchically 
linked [69]. The octagon benefits from simpler routers than in mesh (three network + one 
component connection). Furthermore, all the paths within a single octagon are at most 
three hops. A single octagon is also known as extended ring with (at most) eight nodes. 

Crossbar is typically circuit-switched and allows many simultaneous transfers [63]. 
Crossbar largely resembles a concept of multiple parallel buses. Crossbar has a good 
performance and is used in e.g. desktop processors [70]. However, the drawback of 
crossbar is the area with large configurations as its area increases quadratically [63].  

Basically, crossbar for n components is a sea of n multiplexers of n inputs and one output 
for the component. The multiplexers are controlled by one or several arbiters. Since the 
crossbar is circuit-switched, increasing the number of components decreases the maximum 
clock frequency as components are added. 

The crossbar in Figure 7 is shown in 8 component configuration where an in-port is at the 
left and corresponding out-port at the bottom with single unidirectional wires. For 
example implementation, input wires are connected to a multiplexer for single-port output 
for a component (principle shown with dotted lines). Crossbar for 16 components would 
be four times as large. 

All the links of the other topologies are bi-directional and for on-chip, that typically means 
that there are links for both directions since tri-state links are not recommended for on-
chip [11][44]. Meshes and octagons generally offer short wirings, independent of number 
of components in regular structure, enabling high frequencies. Butterflies and crossbars 
typically have longer wires, comparable to that of buses. 

3.2 Comparison of topologies 

The comparison studies are often conducted with only simulation studies, unfortunately 
often poorly documented, without any actual application [71]. Therefore, the results have 
to be taken with a grain of salt. Furthermore, the theoretical benefits of e.g. meshes having 
a regular structure that allows short wires is not always the case in real implementations 
since all the IPs connected to mesh do not have the same size. As the area is minimized, 
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the regular structure is compromised. Following these, studies with real applications 
implemented are of a great value [72]. 

A summary of general properties of the interconnection networks is shown in Figure 8 and 
the values used are explained Table 2. The farther the line is from the center, the better the 
axis property is for the given interconnection. 

The research on the field has largely moved from traditional buses (e.g. Altera Avalon 
[15], AMBA [62]) to network-on-chips (e.g. mesh) without considering a likely 
compromise, advanced bus networks (e.g. HIBI). Essential property of the advanced bus 
networks is the minimized number of global wires since the wires cause the major 
scalability problem associated with buses [55]. Also, adding intermediate storage 
(pipelining the transfers) to circuit-switching policy helps to avoid long wires. The 
properties of on-chip buses, including HIBI, AMBA AXI, and STBus, are reviewed in 
[73]. This property comparison is partially based on [28]. The bus networks are able to 
offer the best compromise between features of the traditional buses and NoCs. This is 
shown in Figure 8 as the advanced bus network (red line) offers balanced features as the 
NoC (green) is oriented to left side and traditional bus (blue) to right. 

The basic data for the figure is collected and combined from [74][75][71][56][28][76]. 
The downsides of the traditional buses are from [75][56][60][28]. The drawbacks of 
Network-on-chips are from [72] and also assessed by the Author. 

The NoCs are typically viewed as packet-switched networks with protocol stacks [60][28]. 
The protocol stacks are used to control e.g. routing-decisions, ordering of the fragmented 
out-of-order transmission, flow-control, and re-transmission protocol. Typically, the use of 
the protocol stacks increases the size of the required data buffers.  

From the network interface, there is transmission latency from source to destination that is 
also typically higher for NoCs since there are multiple hops and possibly intermediate 
routing decisions that increase the (zero-load) latency [60][76][77]. Partially the increased 
latency can be circumvented by using higher clock frequencies [77]. Also, when 
increasing the number of components and network load, the latency of NoCs reduces 
compared to a single bus [60][76]. High latency, however, is identified as one of the 
critical factors of NoCs [72].  

For multiprocessor implementations, cache coherency is simple in single shared buses 
since all the processors see all the transfers on the bus and can update their caches. That is 
tricky in NoCs since there are many parallel links and the cache updates has to be flooded 
to all the processors separately. In advanced buses, the network is composed of several 
segments and the cache coherency is easy to maintain within a segment. For multiple 
segments, the cache updates need to be flooded to all segments containing, typically 
numerous, processors. The same applies for broadcast messaging. 

One of the largest overhead of NoCs is the high area usage compared to both kinds of 
buses. The area requirement is typically around five times larger than that of buses [74]. 
This is due to the more complex overall control and buffers required for NoCs. To 
alleviate the complexity of designing and using NoCs, better CAD tool support is needed 
[72]. 
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From the verification point of view, the NoCs are harder to debug than both kind of buses. 
This was also encountered during this work. A single shared bus is simple: all the transfers 
go through the same link. With segmented bus architecture, the parallel segments 
complicate the debugging. The hardest is the NoC, being more complex and having most 
parallel links to monitor and analyze. When adaptive routing techniques are used, the data 
path is not fixed, which makes the verification even harder [72]. The same applies to run-
time monitoring and the interconnection controlling, e.g. to shut down the links when they 
are not utilized. 

The con for the advanced bus networks is that it is somewhat a middle-of-the-road 
solution. For example, the advanced buses do not reach similar frequencies than highest-
performance NoCs (up to GHz range). Advanced buses, however, reach frequencies that 
are required (435 MHz at older technology) for typical ASIC designs [49][4].  

NoCs are not more power efficient than bus networks since much larger area and more 
complicated control requires also more power to transfer data. Instead, low area and bus 

Table 2. Value explanations for Figure 8. 
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than in other configurations. The implementation is quite balanced with respect to relative 
sizes of the components and consequently favors regular structures. 

The test case configuration is: 13 processors, an SDRAM controller with a DMA (uses 
two ports, data and configuration, to connect to a network), and a run-time performance 
monitor. That totals in 16 components connected to the network, resulting in 16-port 
HIBI, 4x4 mesh, and 16-port crossbar.  

Mesh and crossbar are used in packet-switched mode with packet length of 11 flits, having 
three word header and eight word payload. Mesh uses wormhole routing that is typical in 
mesh studies [74], and takes advantage of using shallow FIFO buffers, only three words 
deep. Crossbar’s buffer is 11 words deep, i.e. one packet. HIBI uses eight words deep 
FIFOs for all the other IPs expect SDRAM that is used with 16 words deep FIFOs. HIBI is 
hybrid of packet- and circuit switched as it uses pipelined transfers and a physical route 
between components is not established, which is characteristic for a circuit switched 
network. HIBI does not need to use the header except for one word address.  

The synthesis and fitter, i.e. place-and-route, parameters were the same for each 
implementation with 100 MHz frequency constraint for networks. To maximize the fitter 
effort on the networks, the target frequency for the other components was modest, 50 
MHz although they are synthesizable to 80 MHz and over. Push-button synthesis without 
manual intervention was used and layout was automatically generated using high effort for 
optimal results. The FPGA layouts using Stratix 2S180 FPGA are shown in Figure 10. 
The brown boxes are the largest memory blocks of the FPGA. 

Figure 10 identifies the aforementioned components. In addition, the processors use 
shared instruction memory that is marked with orange dots, consisting of the LE area and 
two memories. This shared memory is used via processors’ proprietary buses through 
caches. It is pipelined and the frequency requirement is not overwhelming so it does not 
notably restrict the place-and-route. The memories with blue box are used by processors’ 
local memory. The processors are shown as one chunk for clarity. The space mostly in the 
borders of the FPGA that is left outside the drawn hierarchy lines contain unused logic 
elements that are shown with the lightest color of the figure.  

Figure 10a) shows that the mesh does not have the anticipated regular structure after the 
fitter. The mesh has been packed into a single large piece to obtain maximum performance 
with occasional “islands” (marked with dark blue dots) that are interface blocks to IPs far 
from the mesh. The same applies to the crossbar shown in Figure 10b) and HIBI in Figure 
10c). The interface islands are abundant in the mesh; fewer are used in the crossbar and 
fewest in HIBI. The used performance monitor collects statistics of the network on link 
usage and number of transfers. Subsequently, as the mesh has most links, it requires more 
link monitors, resulting in larger area consumption of the monitor than in crossbar and 
HIBI.  
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Figure 10. Stratix 2S180 FPGA layout with different networks. a) 4x4 
Mesh, b)16-component  Crossbar, c) 16-component HIBI.  
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Table 3 shows the results of the compared networks both before and after the fitter phase. 
The table gives numbers of how many logic cells are needed for combinational logic and 
how many for registers. The synthesis tool does not provide total area usage which is only 
obtained after the fitter. The amount of combinational logic and registers stays quite the 
same. The differences are due to fitter duplicating logic and registers in order to achieve 
the target clock frequency. It is observed that mesh has 3.9x LC combinationals compared 
to HIBI and crossbar 2.9x. For registers, mesh has 1.9x and crossbar 1.3x more compared 
to HIBI. HIBI is significantly more area efficient than mesh or crossbar. 

One ALUT includes one LC combinational and one LC register. Therefore, in area-
optimal packing, the network area would be maximum of the amount of LC 
combinationals and LC registers, the value shown in “min. network area (synth) 
[ALUT]”-row. However, the total area consumption is not sum of these after fitter. That is 
because the fitter optimizes the design.  

It should be remembered that the main objective of the study is clock frequency, therefore 
area is compromised. Packing the networks more tightly would decrease the maximum 
clock frequency. The fitter also optimizes across design hierarchies (HDL entities). Hence, 
the same ALUT may, for example, contain register of a network and combinational logic 
from a DMA. The area of mesh increases by 30% from the minimum, crossbar by 31% 
and HIBI by 35%. However, in absolute values, the order is reversed, mesh being most 
resource hungry. 

HIBI is the only one that reaches the target of 100 MHz. It outperforms other topologies in 
the maximum frequency obtained by a significant margin, achieving 60% larger maximum 
frequency. This is due to drastically less wiring between components and network area 

Table 3. Properties and results of the compared networks. 

Mesh Crossbar HIBI
LC Combinationals (synth) 20 184 14 449 5 137

LC Combinationals (Fit) 20 444 14 945 5 180
LC Registers (synth) 14 415 9 332 7 693

LC Registers (Fit) 14 493 9 750 7 723
Min. network area (Synth) [ALUT] 20 184 14 449 7 693
Total network area (Fit) [ALUT] 26 302 18 942 10 381

Memory usage (buffers) [bit] 20 420 24 156 9 524
Max. frequency [MHz] 69 63 111

Average interconnect usage 28 % 27 % 21 %

Peak interconnect 51 % 68 % 40 %
Critical path components

Cell delay [ns] 3.78 4.60 1.92

Interconnect delay [ns] 10.59 11.16 6.89
Cell/Interconnect delay ratio 0.36 0.41 0.28
#wires in links, 16 IPs 1 632 544 37

Property
Network
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required. 

In the top level, 4x4 mesh has 24 bidirectional links between routers, implemented with 48 
unidirectional links. A 16-agent multiplexer-based crossbar has 16 unidirectional links as 
shown in Figure 7. A link contains 32-bit data and two signals for handshaking, totaling 
34 wires in one direction. For mesh, that results in 48 links * 34 wires/link = 1 632 wires 
in the top level and for crossbar, 16 links * 34 wires/link = 544 wires. The links from 
router/multiplexer to IP are not counted. The mesh and crossbar also require more 
memory for intermediate storage. 

The critical path consists of cell (logic) and interconnect delays. The cell delay contains 
the logic to calculate the actual function; in mesh and crossbar, the data path routing 
decisions are more complex to calculate due to parallel connections than in HIBI. The 
high interconnect delay of mesh and crossbar is due to high number of wires and network 
size. 

The significance of number of wires is emphasized by the interconnect resource usage. 
The average interconnect usage is the ratio of used routing resources versus resources 
available. The peak interconnect usage is the maximum ratio of resources used in a certain 
region of the chip versus resources available in the region. According to Quartus II help, 
the designs using under 50% of total routing resources and the peak usage is less than 70% 
route without difficulty [79]. However, the mesh and crossbar increase the routing 
complexity significantly compared to HIBI. The difference in these numbers is solely due 
to different network and consequently different monitor required. 

These results are in contrast to studies of network-on-chips that target mainly ASIC 
architectures [74]. This emphasizes that the interconnections good for ASICs are not 
straightforwardly good for FPGAs. In FPGAs, the fast local routing resources are scarce. 
Although mesh does not “by-definition” have global wires, there are so many local wires 
that the local wires are becoming global, as some of the wires need to travel long distances 
because local routing resources are full. This is emphasized by the high interconnect delay 
of mesh. For crossbar, the multiplexer structure does not suit FPGA well, which explains 
the worst maximum frequency and highest cell delay. 

In conclusion, HIBI achieves significantly better clock frequency with notably less area, 
thus being efficient solution in FPGA. 

3.4 Globally Asynchronous Locally Synchronous 

A global clock tree design is a time consuming task due to high clock frequencies, 
increasing uncertainties, and since size (as the number of components) of the digital 
systems is increasing. Further, the complexity of digital systems increase, the more 
components and sub-systems are being re-used. For example, the same video encoder is 
being used in a range of products. The video encoder needs to be run at the certain clock 
frequency. In globally synchronous style, every block would have to be run at the highest 
required frequency, thus complicating clock design and possibly also increasing power 
consumption. In practice, many clock domains are required. 
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Table 4 lists publications on FPGA multiprocessor architectures and possibly multiple 
FPGAs. Xilinx FPGAs are used most often. The notation 3+1 means that there are 3 
processors in one board and 1 in another. The “#IPs” lists the number of other IPs than 
processors in the architecture. Note that in comparison to FLARE, these multiprocessor 
architectures are more or less ad-hoc or generated using some of the commercial 
frameworks: generally, the main target is not the architecture or platform design but 
demonstration of an application. Typically, the applications utilized in the test cases are 
quite simple. Some works are concentrated mostly on the applications and their 
parallelization [110] and do not provide much details on the architecture itself. FLARE is 
clearly the most extensively studied and analyzed having also methodology and tools. 

The proposed scalable architectures have usually been evaluated using only a few CPUs 
and the scalability has not really been demonstrated. Device and platform independency of 
the inter-FPGA links with rapid and effortless adoption have not been considered. For 
example, using MGT links between boards means that all FPGAs must have this 
capability. 

 

Table 4. Multiprocessor architectures on FPGA(s). 

Ref No. 
CPUs CPU type No. 

IPs  MHz Network Inter-FPGA 
link Application Speed-

up 
[111] 1 OpenRisc 

1200 
6 29 Wishbone No MPEG-4 video 

decoder 
- 

[110] 6 Nios - 40 Avalon No LU 
factorization 

- 

[112] 8 In-house 
DSP 

- 89 Shared 
bus 

No FIR, FFT  - 

[113] 4 µBlaze 1 80? Shared 
bus 

No DWT 1 4, 2x 

[114] 4 µBlaze - 100 Mesh No Img. filter - 

[115] 14 µBlaze - 100 p2p No IPv4 fwd - 

[116] 3+1 µBlaze - n/a p2p MGT 
integrated 

Molec. dyn. - 

[117] 2+2 N-core - 12.5 Mesh No details, 
globally 
synchronous 

- - 

[118] 4 µBlaze 0 100 p2p, mesh, 
star 

No Fourier 
Transform 

1 4, 
1.5x 

[119] 4 PowerPC, 
µBlaze 

0 n/a p2p, bus, 
crossbar 

No Motion JPEG 1 4, 
3.8x 

[120] 1+4 ARM, Nios 
II 

1 60 Avalon No Parallel matrix 
multiplication 

1 4, 
1.7x 

This 12+11
+12 

Nios, Nios 
II 

23 50 HIBI Yes MPEG-4 video 
encoder 

1 10, 
8.7x 

µBlaze = Xilinx Micro Blaze,     p2p = Point-to-Point interconnect,     MGT = Multi-Gigabit Transceivers  
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The speed-up is shown if reported in the reference. For example, the notation “1 4, 2x” 
denotes that when increasing the number of processors from 1 to 4, 2x speed-up was 
achieved. If several results are reported, the best is included in the table. In general, the 
achieved speed-ups have been low (50% or below of the theoretical maximum). 

The work on [112] mostly describes the DSP processor implementation. Zemva et. al. 
[111] have developed a MPEG-4 video decoder application on FPGA. It is based on one 
controlling processor with hardware accelerators. The used processor is OpenRisc 1200 
[121]. As IPs, we count the blocks that are connected to the interconnection, Wishbone 
bus [122], totaling six. They have achieved average video decoding speed of 3.9 frames 
per second with QCIF size (176x144) video. Note that this is for video decoding that is 
significantly less computationally complex operation than encoding [123]. 

In [113], CerberO-named MPSoC architecture has been implemented and prototyped in 
FPGA, but mostly the paper is concentrated on the DWT acceleration. Their MPSoC 
scalability in terms of speed-up achieved is only about 2x when using four processors 
instead of one. [114] presents a study on MPSoC designed with Xilinx’s tools. The 
processors are arranged into a mesh with Fast Simplex Links, IP provided by Xilinx. That 
is basically point-to-point link. The paper concentrates on the design space exploration. 

[115] presents a study on a IPv4 packet forwarding application, the mapping of the 
application to the processors, and do not concentrate much on the architectural side. They 
have, however, investigated the important aspect that by using soft-core multiprocessor 
system, a significant time and money can be saved with a cost of 2-4x worse performance 
compared to ASIC implementations. 

In [116], a scalable processing platform consisting of several FPGAs have been proposed. 
It could be used to accelerate computation of molecular dynamics. The objective is ability 
to scale to platforms containing thousands of FPGAs. However, it has been only 
implemented on two FPGAs with four processors. They have implemented a sample 
application but they do not give any indication on how well the architecture scales, speed-
up versus traditional computation, or maximum clock frequencies attained. Mostly, the 
architecture seems to be in a conceptual phase. 

The work in [117] is closest to this work since it emphasizes the interconnection-based 
design. The proposed architecture is targeted towards massively parallel applications, but 
only two FPGA boards totaling four processors is prototyped. Furthermore, the scalability 
property is not verified and no application is reported. 

[118] presents a work containing four Xilinx Microblaze processors. The utilized test case 
is a parallel Fourier Transform. The achieved speed-up from single processor to four 
processor architecture is 1.5x. Furthermore, they have constructed three different 
interconnections, partial mesh, star, and fully connected point-to-point. Experimental 
results showed up to 20% improvement with correctly selected interconnect (fully 
connected vs. star). 

In a case presented by [119], 2 PowerPC [124] and two Microblaze processors are used. 
They utilize M-JPEG encoder on the FPGA. The parallelization of the encoder is not 
discussed. By increasing the number of processors from 1 to 4, they have obtained 1.42x 
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5. FLARE Concepts 

In this chapter, the main contribution of the Thesis, FLARE, is introduced. This chapter 
composes the published features of [P1]-[P7] with some additional information and 
details. 

FLARE is designed with a notion that in future we will have several lower-frequency 
processors rather than one large and fast processor. Thus, FLARE best supports, although 
not limited to, parallel applications. The main objective is to construct FLARE scalable 
and flexible [P1]. Apart from supporting parallelizing applications, FLARE can be used in 
modularizing the design, i.e. in high level functional parallel way. 

A conceptual example is shown in Figure 11 where a video encoder, 3D graphics, and 
digital wireless baseband modules are accompanied with a 3rd party application processor 
using hierarchical HIBI. A sub-system may be a small parallel computer system (as in 
figure) or just a single processor core. There is three levels deep interconnection network 
hierarchy: processor local bus, module-level HIBI and finally the HIBI backbone 
interconnecting the modules. FLARE can be used to isolate different functional modules. 
This way, the throughput and other interconnection properties can be handled within a 
module and the modules can be developed independently. All the modules can receive and 
send data to each other. Typically, in the highest level of hierarchy (HIBI Backbone), 

 
Figure 11. Conceptual hierarchical functionally parallel HIBI-based 

implementation of FLARE. 
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modules do not send massive amounts of data. For example, video encoder may only 
deliver the encoded frame via HIBI backbone instead of sending all the intermediate 
traffic during a frame encoding. Modules having high throughput requirements in-between 
can be further segmented if necessary. This modular structure allows keeping a proven-to-
work module – such as video encoder – stable, even if system size is expanded and new 
functionality added. This significantly reduces both system design and system verification 
time.  

5.1 The usage of FLARE 

A composition of FLARE is depicted in Figure 12. The core is generic scalable 
architecture template that includes interconnection collection, FPGA-specific collection 
and supporting IPs. Together with IP collection a final implementation is created with the 
help of tools. 

Interconnection collection contains general purpose, vendor independent building blocks. 
Several networks are supported, differing by e.g. topology. These interconnections are 
intended for system-level interconnection while processors have different local buses to 
connect to peripherals, and some IP blocks that are used as black-box components can 
include interconnections of their own. The interconnections are complemented with blocks 
such as base for interconnection-specific run-time monitor (e.g. link utilizations, data 
transfer efficiency), GALS synchronizers and Multi-FPGA adapters.  

FPGA-specific collection includes FPGA-specific adapters such as DMAs for FPGA-

Figure 12. Composition of FLARE components on FPGA.  
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specific processors and FPGA-specific clock and reset generation blocks. Supporting IP 
includes resource manager that provides universal mutual exclusion for shared 
components and run-time resource management (e.g. dynamic frequency scaling). The 
generic run-time monitor is interconnect-independent and can measure e.g. how much raw 
data (without headers or such) given IPs are sending/receiving to/from the 
interconnection. 

The IP blocks, for example processors and hardware accelerators, are either re-used from 
legacy or developed from scratch (in-house or ordered from 3rd party). The IPs are placed 
to IP collection. The development of IPs and interconnections is directed with interface 
specification.  

As new system requirements are obtained, they are fed to the automatic architecture 
configuration that includes the IP collection and the generic scalable architecture template. 
Then, FLARE architecture instance is constructed by parameterizing the amount of 
different IPs wanted and the interconnection requirements. 

For example, an application requires 6 processors and two motion estimator hardware 
accelerators and the interconnection needs to offer minimum bandwidth of 5 Mb/s per 
component. No more manual work is required than setting the appropriate parameters in 
FLARE’s configuration file. Then, the concrete application-specific FLARE instance is 
automatically built with mutual exclusion, IP blocks interconnected with a specified 
interconnection with automatic addressing scheme determination, synchronizers placed 
where required, clock and reset generation and optionally run-time monitoring. 

Figure 13. An example implementation of FLARE. The colors map the components to 
the collections shown in Figure 12. 
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In general, each of the previously designed IP or interconnection can be taken into use 
with minimal effort. This enhances the re-usability of the components and decreases time-
to-market. For example, a new video encoding standard supported in a new product 
requires ten processors instead of six in the predecessor and more hardware accelerators. 
Furthermore, the increased data rates require new interconnection. In conventional 
architectures, that would require new interconnection-specific glue logic for IPs, re-design 
of the architecture to support increased number of IPs, design of possible inter-FPGA 
links, update of the mutual exclusion of the shared components, and system-wide, time 
consuming verification. In FLARE, all of that can be avoided. 

FLARE targets especially FPGAs. That said, it is constructed to be technology- and 
vendor-independent in a sense that none of the core building blocks have been constructed 
using FPGA-specific structures. Vendor-specific blocks are separated and can be changed 
without re-designing any of the other blocks. For example, the processors in the 
implementations are for devices of Altera only, but the implementation effort to switch to 
e.g. Xilinx’s IPs is low. That is because FLARE does not rely on any processor-specific 
structures apart from the compulsory interfaces to the processor buses. Therefore, all the 
other components such as hardware accelerators and the interconnection stay intact. When 
the interface handling is required, it is separated from the functionality to allow re-
usability. 

Figure 13 shows an example implementation of a complete MPSoC architecture on two 
FPGAs. The blocks are explained in more detail in chapter 6. Note that two levels deep 
interconnection hierarchy is used. HIBI is used with two segments on the other board and 
one segment on another, providing three parallel system buses tripling the bandwidth 
compared to single shared bus.  The HIBI segments are on the highest level of hierarchy 
while the processor local bus is at the lowest level. 

HIBI wrappers, HIBI bridges, HIBI monitor (included within the monitor), and different 
GALS synchronizers (Derived-, HS-FIFO-, and Gray Synch.) are obtained from the 
interconnection collection. 

SDRAM DMA, SDRAM controller (CTRL), and hardware accelerators (MEs and DQs) 
with interface logic and extensions are obtained from the IP collection. FPGA-specific 
collection includes the Nios and Nios II processors since they can be used only on Altera’s 
FPGAs although they could be placed in the IP library also. The collection also includes 
processors’ DMA (N2H), on-chip instruction memory, and the block that generates resets 
and clocks with PLLs.  

Supporting IP collection includes resource manager (RM) with run-time performance 
monitor (RM monitor). The monitor block includes a generic monitor part as well as the 
base interconnection run time monitor. These monitors are integrated into a single entity 
so that the monitoring of single segment is centralized and controlled via unified interface. 
Thus, all the measurements start and stop at the same time instant, generating cycle- 
accurate results with respect to both computation and communication. 
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5.2 FLARE configuration 

Figure 14 shows the general FLARE configuration flow. First, there is a general 
specification of the requirements. The system designer sets up the configuration package, 
for example defining the target FPGA, clock frequency, and number of processors. 

The automatic configuration phase configures the generic architecture template, taking 
into use components of FPGA-specific collection and supporting IP collection (not shown 
for clarity) as well as interconnection collection. Note that the generic architecture 
template includes the interconnection IP collection although they are separated in the 
figure for clarity. The IPs and interconnections include the VHDL code and parameters. 
The VHDL is obtained from the corresponding collections and the parameters are set by 
the automatic configuration tool with guidance of the configuration package. 

The resulting FLARE instance is generated from the generic architecture template, 
interconnection and has the required number of IP blocks. For software development, the 
parameters of e.g. resource manager are acquired from the generic architecture template, 
and software drivers are obtained from the re-usable IP collection. As the application 
development is finished and executables compiled, the overall system is ready to run. In 
the figure, .sof denotes the FPGA programming file and .srec is the compiled software 
code for a processor. 

Figure 14. FLARE configuration. 
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In conclusion, the system designer needs no knowledge of the single components and can 
fully concentrate on the system level design, integration and application software 
development issues. 

The key parameters of FLARE are summarized in Table 5. The table includes system-
level parameters and, for example, instruction memory width and interconnection specific 
parameters such as FIFO depths and arbitration styles are left out, although also those are 
changeable with a single parameter change. The features listed in Table 5 show the 
features currently implemented. Most of the required actions in FLARE are accomplished 
with only a single parameter change in the configuration package. This is essential for 
high re-usability and rapid expandability.  

Figure 15 shows how FLARE configuration works. The FLARE configuration package 
consists of pre-defined constants and user-defined parameters to implement a FLARE 
instance. 

Table 5. Key system-level parameters of FLARE, available values and action required 
to change the feature. 

Feature Values Required action

Number of processors Range 0 to n
Change of parameter value in VHDL configuration 
package

Number of specific 
hardware accelerators

Range 0 to n
Change of parameter value in VHDL configuration 
package

Clock frequency Range 1 to n [MHz]
Change of component-specific parameter value in 
VHDL configuration package

Clocking scheme

Globally Synchronous
Synchronous multiclock
Mixed clock handshaking
FIFO
Optimized mixed clock 
handshaking FIFO
Gray FIFO clock domain 
cross

Change of parameter value in VHDL configuration 
package

Interconnect topology
Single bus, hierarchical 
bus, mesh, octagon, 
crossbar

Change of parameter value in VHDL configuration 
package if pre-designed, new ones can be freely 
constructed in separation of the computation 
elements

Instruction memory 
sharing

From fully shared to fully 
distributed

Change of the instruction memory definition file

Number of (shared) 
components

The components 
architecture supports

In defintion file, specify the type and number of the 
component (e.g. 2 DCTs)

Multiple FPGAs 
1-8 FPGAs (current 
support, extendable)

Take into use a topology file featuring inter-FPGA 
bridge
Specify the segment architectures with separate file
Modify the software addressing scheme
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First, the user-defined parameters describe a set of hardware components used, the used 
interconnection, their parameters, and used clock frequencies. The pre-defined constants 
define the basic properties of the FLARE’s generic architecture template. For example, 
these include the type ID’s used for communication. Also constraints can be set, e.g. the 
supported maximum number of a component (e.g. we can have several identical IPs but 
only one bus monitor per bus segment).  

After these definitions, a FLARE instance can be synthesized. The instance is 
automatically formed by a set of algorithms. First, the constraints are verified using 
assertions. Afterwards, a table of used components and associated parameters is formed. 
Similarly, the interconnection is selected. Then, the components and interconnection are 
configured. For example, the number of components is required by the interconnection. 
Also, the clocks are generated with PLLs and for each clock domain, a local reset is 
generated. Then, the components are instantiated, clocks and resets connected 
appropriately and the interconnection terminals are connected to the components.  

5.3 Software and hardware interaction 

This subchapter shows with a single example how an FLARE instance containing a CPU 
and a hardware accelerator is created and used. The objective is to show how software is 
written for FLARE. 

 
Figure 15. Creating FLARE instance from the specification. 
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Figure 16. Flow of creating a new IP for FLARE. 
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package. By using single centralized configuration file (current implementation), all the 
required parameters for all IPs can be set with one file. The drawback is that as the 
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Figure 17 shows how the system is formed and where the system components come from 
(dotted lines) with respect to Figure 12 and Figure 14. For example, the SDRAM comes 
from the re-usable IP collection as well as SW drivers and HW implementation for the 
accelerator. The interconnection API is fixed by the interface specification but the actual 
implementation is from the FPGA-specific collection. 

Figure 18 shows how the implemented system works. In the application level, there are 
only simple command, e.g. do_me(). The SW driver includes four phases where it first 
requires access to the shared component, ME, from RM. The ME is required by the type 
and the grant command includes the interconnection ID of a specific component of that 
type. After that, the driver configures ME, and then configures SDRAM to send data 
directly to ME without CPU intervention. After the ME has finished processing the data, 
the results are sent to the CPU and the ME is released. The interconnection API uses the 
DMA through CPU interface (not shown for brevity) for data transmission over HIBI,  

5.3.1 Interconnect-centric design 

FLARE is constructed using interconnect-centric design. HIBI supports several levels of 

Figure 18. Sequence diagram of a usage of an IP (ME). 
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hierarchy. However, for the application designer’s convenience, the whole net can be 
viewed as a single block with multiple terminals as indicated in Figure 5. The 
interconnection is fully independent and designed separately from the computation. For 
best results, the application engineer gives constraints and traffic locality approximations 
for the interconnection designer so that the interconnection is constructed to optimally fit 
the application. 

The changes in the network topology do not necessitate any changes on the software. In 
software, addresses pointing to a specific component are not used. Instead, the 
components have type-specific IDs. The changes in network topology are mostly seen as 
varying latency by the software engineer. Following this, the computation is separated 
from the communication. 

Currently, the interconnection topology can be changed between single bus, hierarchical 
bus, mesh, octagon or crossbar. For example, if mesh is specified, the VHDL 
interconnection definition package includes a mesh component mapping table. The 
terminals and PEs are then interconnected accordingly. 

The change from circuit-switched bus to packet-switched mesh is automatically handled 
by adding packetization logic. This is made inside the interconnection and requires no 
changes on the PEs such as processor code tweaks or new drivers. Customized 
application-specific topologies are possible but require manual implementation. Note that 
all the applications can be first tested with guaranteed-to-work implementations. The re-
use of any existing network configuration is easy. In this Thesis, other interconnection 
topologies than HIBI have not been utilized in the included publications. 
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6. FLARE IP Blocks 

This chapter presents the IP blocks used in FLARE and in the case study. The Figure 19 
depicts the in-house developed IPs and commercial IPs that have been used. In the end of 
the chapter, the case study is reviewed.  

6.1 Generic FLARE IPs 

The IPs discussed in this subchapter are vendor-independent. The components typically 
feature “HIBI interface”. This interface includes the hardware interface as well as the 
protocol to send data. The HIBI interface is general purpose and it does not specify the use 
of hierarchical bus interconnection. Also other topologies can be utilized if required. All 
the blocks are also extensively verified with implemented simulation testbenches and 
some include also FPGA testbenches (mainly clock domain crossing logic). 

6.1.1 Heterogeneous IP Block Interconnection 

HIBI is an advanced hierarchical bus architecture that uses distributed arbitration and 

Figure 19. The FLARE instance shown in Figure 13 but colors distinguishing 
commercial and in-house developed IP. 
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supports burst-, and split-transfers [78]. HIBI has achieved very good results in 
comparisons to other interconnections, especially in area-performance tradeoff, important 
in FPGAs, for example Figure 9, [76], [125].  

HIBI is highly parametrizable, including the arbitration type, a limited transfer (tx) length, 
run-time reconfigurability, hierarchy, and multiple clock domains. The multiple clock 
domains support has been implemented in this work. HIBI transfer length parameter 
dictates the maximum amount of time a single IP can reserve the bus continuously. During 
this transfer slot, several bursts to multiple destinations can be sent.  

A single HIBI segment is essentially a shared bus. However, HIBI includes advanced 
features that make it superior to the conventional buses. First, it uses pipelined transfers. 
Second, HIBI has only 37 global signals, avoiding the main problem of the conventional 
buses having a significant amount of global wires. This significant reduction (e.g. from 
150 to 37) in global signals is achieved by using multiplexed data/address bus as well as 
distributed arbitration. With distributed arbitration, the request-grant signaling between IP 
blocks and centralized arbiter is avoided. Furthermore, the number of signals does not 
increase with the number of IP blocks that enhances the bus scalability.  

Because of the distributed arbitration, however, the roles of the arbitration algorithms 
change. Due to lack of request-response signaling, the distributed arbitration algorithm has 
to predict which IP block next wants to access the bus, instead of resolving a request 
contention. In practice, almost the same algorithms as with centralized arbitration can be 
used. However, now the bus is also offered to an IP block, which does not request it. 

In this Thesis, the HIBI arbitration styles were accommodated with random arbitration and 
Dynamically Adaptive Arbitration (DAA) [P2]. The DAA intends to reduce the number of 
unused bus transfer slots due to distributed arbitration. The DAA uses a dynamic history 
table of bus accesses. Whenever a component uses its transfer slot, it gets an entry in the 
history table. Consequently, the more slots a component has on the history table, the more 
transfer slots it gets. Thus, a frequent bus user gets smaller access time and higher 
bandwidth than infrequent user.  

A general-purpose algorithmic ID addressing scheme is developed and used in FLARE. 
The algorithmic implementation allows efficient address determination in hardware. 

An example of 32-bit ID is shown in Figure 20. It has 4 basic fields. Network info field 
can hold network-specific information and can have at maximum 8 values. Type field 
defines whether the one in question is an IP or memory. This division needs to be done 
because memories need a large local address range used for single memory locations. 
Currently, three memories having 224 word-addressable memory locations, i.e. three 512 
MB memories with 32-bit data width, are supported. 

The IP address field can be divided into two fields, first field defining the general IP type 
(e.g. a CPU), and the second field defining the specific IP (e.g. CPU #2). The length of the 
fields is adjustable. These fields are used to construct the required address to deliver the 
data. Furthermore, all the IPs can have 256 local addresses that all map to the same IP 
block. Thus, for example, an IP can have different addresses for incoming data and for 
incoming control to help to distinguish the data type. 
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elapsed time counter, and HIBI access block form the base of the generic run-time 
monitor. The right interconnection monitor is automatically taken into use.  

The implementation of the hardware monitor is only briefly summarized in the 
publications and shown in detail here. The hardware monitor block diagram is depicted in 
Figure 23. The hardware monitor contains synchronization logic for the incoming 
measured signals so that it will be usable in multiple clock domain environments. Also, 
the inputs are optionally registered in order to avoid place-and-route problems caused by 
the long wires to the monitor, i.e., one can avoid the situation where the monitor would be 
in critical path and thus constraining the implementation. 

After input registers, the incoming measured signals are forwarded to the measurement 
logic. The logic contains counter-specific logic that defines the condition when the value 
of the counter is updated. For example, only rising edges of certain signal are counted 
rather than counting how many clock cycles it is asserted. The input signals and counter 
logic are typically case-specific. 

HIBI access block implements the HIBI interface protocol. It forwards incoming data to 
the control block, which parses the data to specific commands. The commands are used to 
control the counters in high level, such as reset, stop, and start. The set of basic commands 
is listed in Table 6. The commands can also be combined as a single operation. For 
example, most usable commands are combinations such as stop-report and reset-start. 
With report command, a requesting component asks for the measurement data. In this 
case, the control block sends the values of all the counters at the same time instant to the 
requesting block.  

The hardware monitor allows easy addition of quantities to be measured due to modular 
structure. That allows case-specific counters to be added without need to consider the 
control of the counters (starting, stopping, clearing) or how the measurement data is 
transferred out of the monitor, for example.  

6.2 Vendor-specific IPs  

The IPs that are FPGA and vendor-specific are summarized in the following. Apart from 
single IP blocks, a number of smaller hardware blocks have been implemented for 
FLARE. These include clocks’ generation logic, multiplexed UARTs, and reset 
synchronizers.  

Table 6. The basic commands supported by the hardware monitor 

 

Command Specification

Reset Resets but does not stop the counters

Start Starts the counters

Stop Stops the counters

Report Sends the measured values over to the recipient
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6.2.1 Processors 

FLARE is used with commercial Altera Nios [104] and Nios II/f [106] processors. 
Typically, the processors are used with 64 KB data memory, no data cache, 8 KB 
instruction cache with shared access to either external SRAM or on-chip RAM. In 
addition, 2 KB boot ROM is included as well as UART and timer. In addition, processors 
are complemented with a designed Nios-to-HIBI (N2H) DMA in order to efficiently 
access HIBI. 

6.2.2 Nios-to-HIBI DMA 

DMA controllers are often used to perform data transmission concurrently with 
computation. This hides some of the latency of the transmissions, relieving 
interconnection’s constraints. Consequently, latency and bandwidth of the interconnection 
may not be worthwhile to optimize as they do not have any effect on the execution time 
after some application-specific threshold value [71]. 

N2H is a parameterizable DMA that can have several receive channels and one transmit 
channel. The block diagram is depicted in Figure 24. CPU controls the DMA via Avalon 
slave interface. CPU provides parameters for the transmitter and receiver and retrieves 
status information by using the control registers.  

The transmission is straightforward. The transmitter reads the memory from the given 

 
Figure 24. Nios-to-HIBI block diagram. 
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6.4 Case Study: MPEG-4 simple profile video encoder 

A fully functional MPEG-4 simple profile video encoder [133] is used as a case study. 
Several different configurations have been utilized with the case study application. Figure 
25 shows an example FPGA implementation. It contains 11 processors (master Nios and 
slave Nios II) with DMAs, shared instruction memory, SDRAM DMA + controller 
(SDRAM CTRL), resource manager, four DQs, four MEs, and a hardware monitor. Four 
clock domains are used. HIBI is used to interconnect the blocks. The colors distinguish 
blocks to vendor/board specific IP, generic FLARE IP blocks, and case study IP. For 
clarity, Ethernet connection, UARTs, clock generation logic, reset synchronizers and such 
have been left out. Due to software porting issues, first-generation Nios processor is used 
as a master instead of Nios II. 

Figure 27 shows the video encoding flow with software-only codec. A x86 PC sends the 
raw video that needs to be encoded. A master processor receives the video and stores it 
into shared external SDRAM picture memory. Then, it slices the image and gives each 
slave an equally sized slice for encoding. Slaves load the image data and do the encoding 
with macroblock (MB) granularity. As the slaves finish and have uploaded the encoded 
bitstreams to the SDRAM, master processor joins the bitstreams and sends the encoded 
video back. If hardware accelerators are used, the corresponding functions are simply 
replaced with accelerated function (ME, DQ). 

Figure 26 shows how a PC and the FPGA board are connected. USB JTAG connection is 
used to configure the FPGA device and to debug the hardware. The Ethernet connection is 
used to send (raw) and receive (encoded) video and deliver encoding parameters such as 
resolution and quantization parameter. The UART is used to load softwares to processors 
(that include a boot loader) on FPGA. Also, UART is used for collecting statistics at run-
time, such as frame encoding time and bus utilization. Optionally, debug printing can be 
directed to UART to debug the software. 

 

Figure 26. The FPGA video encoder and PC connections. 
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7. FLARE Evaluation 

This Chapter presents the key results of FLARE evaluation from the included 
publications. The scalability of FLARE, interconnection properties, multiple-clock domain 
implementation, shared instruction memory, and implementation on multiple FPGAs are 
covered. The results are obtained by using the case study application MPEG-4 video 
encoder on FPGA in order to avoid problems with simulation having too narrow time 
window or ignoring possible synchronization delays, for example. 

The emphasis is on how different parameters affect the performance of the whole system. 
For example, it may not be worthwhile to optimize single accelerators if the performance 
increment is not adequate in system-level. Often, in this kind of studies, synthetic test 
cases are utilized. However, synthetic test cases rarely resemble real applications closely 
enough. The system-level effect of different parameters is hard to analyze with analytical 
or simulated models due to complicated dependency chains of real applications.      

7.1 Methods and tools for evaluating FLARE 

For the results to be statistically acceptable, several sequences and iterations have been 
independently measured. The reported results are averages of all the iterations and 
sequences. This eliminates the sequence or iteration-dependent results that are not 
generalizable. Typical amount of measured frames per reported value is in range of 
hundreds of thousands. Therefore, the coverage is significantly better than what can be 
achieved with simulations. Typical simulation run covers only a few seconds of execution 
(that lasts even days in simulators) while the results in this work have been obtained with 
days of continuous run of the test cases on FPGA. 

The measurements are extensive, containing tens of hardware/software configurations and 
thousands of frames that have been measured, each frame having over 40 values measured 
within the hardware monitor. It is not feasible to control the large amount of data and 
setup manually. Therefore, a set of scripts have been created in order to automate the 
evaluation process. 

7.1.1 Verifying the hardware monitor reports 

As the results rely on the correctness of the hardware monitor reports, its verification is 
very important. The monitor used in the studies and referred here is the hardware monitor 
introduced in the Chapter 6.1.5, i.e. consists of the generic run-time monitor and the 
interconnection monitor. The RM monitor has not been utilized. The monitor results in 
this case are verified with three different approaches. 
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First, the monitor is verified with a simulation testbench. Second, the CPU’s internal 
timers are used to measure the frame encoding time to provide an independent reference 
for comparison of hardware monitor results. Third, the hardware run-time monitor is build 
so that it calculates redundant information from different signal groups. By comparing that 
the results are same, the correctness of the results is ascertained. A 1% difference in 
redundant results is tolerated due to slightly different implementations. 

7.1.2 Measurement software 

The created set of TCL scripts and executables run on a PC are shown in Figure 28. The 
FPGA and PC are connected according to the Figure 26. The TCL scripts are developed 
by the author and executables are either commercial or developed in-house in the research 
group and used from the scripts. The measurement software is described in Table 7. The 

Figure 28. The software created for the measurements and their relationships.  
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scripts are designed to be modular and each of them can also be used separately.  

First, the set of required FLARE instances for specific measurements are determined. The 
instances can differ by e.g. component frequencies, used synchronization style, or HIBI-
specific parameters such as FIFO buffer sizes. FLARE configuration package is 
parameterized for a single instance and compiled with Altera Quartus tool. 

All the FLARE instances are generated iteratively and automatically. The compilation of 
an instance takes up to over eight hours plus the setup times. Thus, significant time 
savings can be achieved since nights and weekends are utilized for compilation thanks to 
automatic tools. 

After the set of instances is generated, the FPGA programming file locations are specified 

Table 7. The measurement software in a nutshell. 

Software
component

Function

Architecture 
definition

-Defines a set of different architectures required
-Loops through the set

Configure 
VHDL

-Configures VHDL packages for the compilation of a single architecture 
instance

Compile
-Launches Altera Quartus II software to synthesize, place-and-route (fit), 
assemble (create FPGA configuration file), and for static timing analysis of the 
architecture

Top level control

-For each different test
-Configures FPGA
-Loads the programs to the processors
-Defines sequences to measure
-Defines video parameters (e.g. resolution and Quantization Parameter)
-Defines number of encoded frames and iterations
-Defines number of processors used

Run the 
measurements

-Creates two threads
-nServer 
-Iteration Control

-Synchronizes the two threads between iterations

Acquire and 
store results

-Connects to the FPGA monitor port (UART)
-Receives the raw results and stores them to a text file

Parse results

-Reads and parses the result text file
-Prepares a sheet of results averages and calculates commonly required 
functions (such as frames/second, bus utilization, bus average packet size, bus 
overhead, and memory statistics like average burst size)
-Optionally, creates a common result file by collecting average result sheets of 
all the tests

Store results to 
MS Excel  file

-Creates/appends an Excel worksheet with appropriate results

nServer
-PC executable
-Sends raw data and receives the encoded video via Ethernet
-Sends the video parameters
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in the measurement top level control. The top level control specifies a set of measurement 
cases to be carried out with parameters such as used resolution, used sequences, number of 
iterations, and number of iterations per frame for each hardware configuration. After the 
parameters are set, the rest is automatic. 

When the measurements begin, the top level control iterates through all the hardware 
configurations specified and configures the FPGA with Quartus programmer. Then, the 
video encoder software is loaded to the processor in the FPGA with Altera’s nios-run 
program. Each test case is run in isolation with “Run the measurements”-script. Two 
threads are created to control the measurements: First, an nServer PC executable is used to 
feed the board with raw video sequence and parameters as well as to store the incoming 
MPEG-4 encoded video via Ethernet. After the video has been received, the thread 
completes and the control goes back to “run the measurements script” that waits for both 
threads to complete before launching next iteration. 

Second thread is used to acquire, store, and parse the results. The results are obtained from 
the FPGA via UART. The UART input is stored to a text file. After each of the iterations, 
the text file is automatically parsed to Microsoft Office Excel and key numbers such as 
frames/second and average values are automatically counted. As the iterations go on, the 
Excel file is updated. An Excel file is created for each case. After the results are parsed 
and saved, the control returns to “Acquire and store results” that subsequently finishes, 
completing the second thread run. Following this, the next iteration is launched with “Run 
the Measurements”-script.  

Optionally, the main results of each test case are combined to a single excel file including 
the average results of each of the measurement cases. That phase is not shown in the 
figure.  

7.2 Scalability and flexibility 

There is no quantitative metric to measure the scalability in terms of simplicity of 
expandability. However, the expandability and flexibility of FLARE is shown by the 
numerous studies committed with different FPGA boards and different configurations 
(e.g. 1 to 35 processors [P7]) of FLARE, especially in [P2][P3][P4][P6][P7][18][132]. The 
features and automatic tools described in Chapter 5 make the composition of different 
instances easy. This makes the architecture suitable for parallel applications as well as for 
functionally parallel systems as explained in Chapter 5. However, functional parallelism 
has not been further studied in this Thesis. 

Apart from being easily expandable, it is important to evaluate an architecture to see 
whether there are bottlenecks in the hardware that limit the performance. The 
measurements of the scalability in this Thesis concentrate on the quality of the scaling, i.e. 
a speed-up of a parallel application. It should be noted that all the applications cannot be 
well parallelized. Some applications also have an upper limit to scalability, e.g. scales well 
when having less than ten processors and the speed-up is declined after that. Then, the 
multiprocessor GALS approach helps to modularize the design. 

 7. FLARE Evaluation 

  68 

in the measurement top level control. The top level control specifies a set of measurement 
cases to be carried out with parameters such as used resolution, used sequences, number of 
iterations, and number of iterations per frame for each hardware configuration. After the 
parameters are set, the rest is automatic. 

When the measurements begin, the top level control iterates through all the hardware 
configurations specified and configures the FPGA with Quartus programmer. Then, the 
video encoder software is loaded to the processor in the FPGA with Altera’s nios-run 
program. Each test case is run in isolation with “Run the measurements”-script. Two 
threads are created to control the measurements: First, an nServer PC executable is used to 
feed the board with raw video sequence and parameters as well as to store the incoming 
MPEG-4 encoded video via Ethernet. After the video has been received, the thread 
completes and the control goes back to “run the measurements script” that waits for both 
threads to complete before launching next iteration. 

Second thread is used to acquire, store, and parse the results. The results are obtained from 
the FPGA via UART. The UART input is stored to a text file. After each of the iterations, 
the text file is automatically parsed to Microsoft Office Excel and key numbers such as 
frames/second and average values are automatically counted. As the iterations go on, the 
Excel file is updated. An Excel file is created for each case. After the results are parsed 
and saved, the control returns to “Acquire and store results” that subsequently finishes, 
completing the second thread run. Following this, the next iteration is launched with “Run 
the Measurements”-script.  

Optionally, the main results of each test case are combined to a single excel file including 
the average results of each of the measurement cases. That phase is not shown in the 
figure.  

7.2 Scalability and flexibility 

There is no quantitative metric to measure the scalability in terms of simplicity of 
expandability. However, the expandability and flexibility of FLARE is shown by the 
numerous studies committed with different FPGA boards and different configurations 
(e.g. 1 to 35 processors [P7]) of FLARE, especially in [P2][P3][P4][P6][P7][18][132]. The 
features and automatic tools described in Chapter 5 make the composition of different 
instances easy. This makes the architecture suitable for parallel applications as well as for 
functionally parallel systems as explained in Chapter 5. However, functional parallelism 
has not been further studied in this Thesis. 

Apart from being easily expandable, it is important to evaluate an architecture to see 
whether there are bottlenecks in the hardware that limit the performance. The 
measurements of the scalability in this Thesis concentrate on the quality of the scaling, i.e. 
a speed-up of a parallel application. It should be noted that all the applications cannot be 
well parallelized. Some applications also have an upper limit to scalability, e.g. scales well 
when having less than ten processors and the speed-up is declined after that. Then, the 
multiprocessor GALS approach helps to modularize the design. 











































































Ari Kulmala et al. 13

Copy 16 16
0.59%

Block sub/add
3.47%

Intra/inter ?
3.42%

Interpolation
10.26%

MasterWait + Poll
6.88%

SDRAM config.
3.39%

Comm. wait
0.88% Others

3.46%
Intra LD/ST

0.06%
Q + IQ
9.02%

DCT + IDCT
6.76%

dcPred
2.97%

vlcMB
1.6%

ME (SAD)
47.23%

Figure 15: Relative complexities of encoding tasks on one slave CPU.

1
2
3
4
5
6
7
8
9

10
11
12
13
14
15

O
ve

ra
ll

sp
ee

d-
u

p

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Number of encoding processors

Nang: temporal parallel MPEG-1
This work: data parallel MPEG-4 (hor)
Agi: temporal parallel MPEG-1
Peng: data parallel H.264 (hor)
He: VO parallel MPEG-4
Akramullah: data parallel MPEG-2 (rect)
Barbosa: temporal parallel MPEG-1
Yung: data parallel H.261 (S2/ver)

Figure 16: Speed-ups of different video encoder implementations.

Nang and Kim [8], Agi and Jagannathan [9], and Barbosa
et al. [10] use temporal parallelism. Nang et al. have received
great parallelization efficiency. However, as temporal paral-
lelism needs frames to be buffered (increasing the latency) it
is not considered to be low-latency real-time video encoding.
In our work we present a data parallel application. Similar
works are Peng and Zhao [11], Akramullah et al. [12], and

Yung and Leung [13]. One work based on video-object par-
allelism, which is closely related to data parallelism, is pre-
sented in He et al. [14].

The results from related research are frequently presented
as speed-up or frame rate curves, so the exact numerical val-
ues cannot be obtained. We have reproduced the curves in
Figure 16 to be as accurate as possible. Results from Nang and
Kim, Agi and Jagannathan, He et al., and Yung and Leung are
plotted. Barbosa et al. have given results for three cases. The
result for 16 CPUs is estimated from the sketched figure. Our
results are from the model described earlier. Results for Peng
and Zhao and Akramullah et al. are plotted from the given
numerical figures.

Figure 16 shows that the scalability of our implementa-
tion is the highest of all data parallel implementations. That
implies both good parallelization efficiency achieved with
software and an efficient hardware architecture.

7. CONCLUSIONS

A highly scalable MPSOC architecture with an MPEG-4 en-
coder has been presented. The parallelization efficiency of the
application, when the number of encoding processors is in-
creased from one to two, is 97% and to three, 93%. No real-
time video encoder was found that has such a high scalability
for real-time video encoding. Our benefit is due to both a
well-designed architecture and application. The architecture
efficiently hides the data transmissions from the processors.
The software takes full advantage of the parallelism by ele-
gantly sharing the encoding load. The software does not need
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any changes when the number of processors is altered, thus
the scaling effort is very low.

The scalability and flexibility of the MPSOC architec-
ture is gained by using an HIBI on-chip network and soft-
core processors in a plug-and-play fashion. The performance
and area usage can be flexibly compromised by changing the
number of processors. It takes only minutes to change the
number of processors and then the new system is ready to
be synthesized. Since the architecture is implemented in an
FPGA, the amount of on-chip memory becomes a limiting
factor.

In the future, platform flexibility will be demonstrated
with the use of different soft-core processors and hardware
accelerators. The connection to external instruction mem-
ory will be replaced with an HIBI interface to achieve bet-
ter clock frequencies. Furthermore, scalability will be further
evaluated with larger FPGA chips and by connecting several
ones together to form a larger system.
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multiprocessor SoC on FPGA,” in IEEE International Sym-
posium on Circuits and Systems (ISCAS ’05), pp. 3351–3354,
Kobe, Japan, May 2005.

[2] O. Lehtoranta, E. Salminen, A. Kulmala, M. Hännikäinen, and
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