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Abstract— High Efficiency Video Coding (HEVC) creates 

the conditions for cost-effective video transmission and storage 

but its inherent computational complexity calls for efficient 

parallelization techniques. This paper provides HEVC encoders 

with a holistic parallelization scheme that exploits parallelism at 

data, thread, and process levels at the same time. The proposed 

scheme is implemented in the practical Kvazaar open-source 

HEVC encoder. It makes Kvazaar exploit parallelism at three 

levels: 1) Single Instruction Multiple Data (SIMD) optimized 

coding tools at the data level; 2) Wavefront Parallel 

Processing (WPP) and Overlapped Wavefront (OWF) 

parallelization strategies at the thread level; and 3) distributed 

slice encoding on multi-computer systems at the process level. 

Our results show that the proposed process-level parallelization 

scheme increases the coding speed of Kvazaar by 1.86× on two 

computers and up to 3.92× on five computers with +0.19% and 

+0.81% coding losses, respectively. Exploiting all these three 

parallelism levels on a five-computer setup gives almost a 25× 

speedup over a non-parallelized single-core implementation.  

Keywords—High Efficiency Video Coding (HEVC), multi-

level parallelization, HEVC parallelization strategies, distributed 

HEVC encoding, multi-computer systems 

I. INTRODUCTION 

Digital video has become ubiquitous in our everyday life 

thanks to a myriad of multimedia devices and services that 

support emerging new video formats such as 4K Ultra High 

Definition (UHD) or 360-degree video. Cisco [1] reports that 

75% of total IP traffic is dedicated to video in 2017 and 

estimates it to grow to 82% by 2022. Over the past decades, 

MPEG and ITU-T have addressed this explosive growth by 

announcing a series of video coding standards out of which 

High Efficiency Video Coding (HEVC/H.265) [2] represents 

the state-of-the-art. Currently, MPEG and ITU-T are also 

seeking coding gain beyond HEVC by developing a new 

standard called Versatile Video Coding (VVC/H.266) [3] but 

the standardization work is still in progress. 

This work deals with the widespread HEVC standard, 

which is published as twin text by ITU, ISO, and IEC as ITU-

T H.265 | ISO/IEC 23008-2. HEVC Main profile improves 

coding efficiency by around 23% and 40% [4] over the 

preceding Advanced Video Coding (AVC/H.264) standard [5] 

in All-Intra (AI) and Random Access (RA) configurations, 

respectively. However, the coding gain comes at a cost of 

over 3.2× and 1.2× complexity in these configurations [4], 

which tends to act as a barrier for developing practical 

applications. Tackling this complexity calls for efficient 

techniques for HEVC codec parallelization. 

Fig. 1 summarizes the parallelization strategies [6] 
specified for HEVC. As shown in Fig. 1(a), an input video to 
an HEVC encoder is split into Groups of Pictures (GOPs) 

where the first frame acts as a Random Access Point (RAP), 
i.e., a frame that an HEVC decoder can decode without 
referring to any other frames. These GOPs can also be 
encoded in parallel as no dependencies exist between them.  

Inside a GOP, a single frame can be further decomposed 
into one or multiple slices, as exemplified in Fig 1(b), where 
a frame is divided into three slices. A slice, in turn, is 
composed of consecutive raster-scan ordered Coding Tree 
Units (CTUs) that can be decoded independently of the other 
slices. As shown in Fig. 1(c), a frame can also be divided into 
tiles, which divide a frame into rectangular groups of CTUs. 
As for slices, tile boundaries break coding dependencies so 
multiple tiles can be encoded in parallel.  

 For thread-level parallelization, HEVC introduces 
Wavefront Parallel Processing (WPP) [7] illustrated in 
Fig. 1(d). WPP allows processing multiple CTU rows in 
parallel without breaking coding dependencies between them. 
Thus, it introduces less coding loss than slices and tiles. The 
non-normative Overlapped Wavefront (OWF) [8] technique 
extends the execution of WPP across consecutive frames. 

As for now, several parallelization approaches have been 
proposed for HEVC encoders in the literature. Some of them 
[9], [10] stayed at the process level and distributed the GOP 
encoding among multiple CPU cores. The existing thread-
level approaches [11], [12] used an adaptive workload 
balancing to allocate tiles between CPU cores. Authors in 
[13], [14] proposed parallelized the most time-consuming 
coding tools at the data level.  

In this work, we address HEVC encoder parallelization at 
all practical levels and propose a multi-level parallelization 
scheme to make the most of distributed HEVC encoding on 
multiple computers. The proposed scheme is designed for the 
open-source Kvazaar HEVC encoder [15] due to its capacity 
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Fig. 1. Overview of the HEVC parallelization strategies. (a) Video sequence 

partitioning into GOPs. (b) Frame partitioning into slices. (c) Frame 

partitioning into tiles. (d) WPP processing along CTU rows. 



of practical encoding. This work extends Kvazaar 
parallelization to multi-computer systems and makes Kvazaar 
exploit parallel encoding at the following three levels: 

1) Data level: the most time-consuming coding tools are 

optimized for Single Instruction Multiple Data (SIMD) 

processor extensions.  

2) Thread level: the encoding process of CTU rows is 

parallelized on multiple CPU cores with WPP and OWF 

parallelization techniques.  

3) Process level: the encoding process of HEVC slices is 

parallized on multiple computers by using Transmission 

Control Protocol (TCP) over 10 Gigabit 

Ethernet (10GbE) for communication. 

To the best of our knowledge, our proposal is the first 
open-source solution, which enables HEVC encoder to exploit 
all these three levels of parallelism simultaneously. It is 
available online at https://github.com/ultravideo/kvaShare/ 
and presented through a live demonstration [16]. 

The remainder of the paper is outlined as follows. 
Section 2 gives an overview of the related work. The data- and 
thread-level parallelization techniques of Kvazaar are 
described in Section 3. Section 4 introduces our process-level 
solution for distributing encoding process on a multi-
computer system. Section 5 describes our experimental setup 
and results. Finally, Section 6 concludes the paper.  

II. RELATED WORK 

Since the HEVC standard was finalized, many 
parallelization approaches have been published in the 
literature to speed up HEVC encoding. They can be classified 
into data-, thread-, and process-level approaches. 

At the data level, Yan et al. proposed a parallel framework 
for HEVC motion estimation (ME) on a many-core 
platform [13]. Later, they applied Direct Acyclic 
Graph (DAG) and extended their framework to support CTU-
level parallelization [17]. Radicke et al. [18] accelerated ME 
on a Graphics Processing Units (GPUs). Heng et al. [14] 
combined parallel GPU implementation of ME-, slice-, and 
GOP-level parallelization at the CPU level. GPU motion 
estimation was done in a separate computer which also 
handled input reading, preprocessing filter and transmitting 
the input frames to the encoders. 

 At the thread level, Khan et al. [11] presented a parallel 
architecture to process tiles on multiple CPU cores. They used 
online workload allocator to dynamically adapt the tile 
splitting in order to obtain better load balancing between 
cores. Similarly, Storch et al. [12] used the workload of 
previous frames to dynamically define the vertical and 
horizontal boundaries of tiles.  

At the process level, Migallon et al. [9] made use of GOP 
independency and presented a parallel GOP-based strategy for 
distributed memory platforms. They used Message Passing 
Interface (MPI) programming paradigm to encode several 
GOPs simultaneously. Later, they extended the work with 
thread-level parallelism in HEVC intra coding [10]. 

III. DATA- AND THREAD-LEVEL PARALLELIZATION  

Fig. 2 summarizes the parallelization levels of the 
proposed scheme. They are all implemented in the open-
source Kvazaar HEVC encoder [15].  

A. Data-Level Parallelization  

At the data level, the most time-consuming coding tools 
are optimized with Intel Intrinsics or x86-64 assembly 
instructions. Kvazaar includes a dynamic dispatch mechanism 
for SIMD-optimized functions, i.e., it automatically selects the 
best SIMD optimizations according to the instruction sets 
supported by the CPU. Optimizations for SSE2, SSE4.1, 
AVX, and AVX2 are supported, but the majority of them are 
for AVX2 [19].  

B. Thread-Level Parallelization 

At the thread level, Kvazaar implements the WPP and 
OWF parallelization strategies [20] through multithreading. 
When WPP is enabled, multiple CTU rows of the frame can 
be encoded in parallel. Processing of a CTU row can be started 
once the first two CTUs of the previous row have been 
encoded. WPP complies with the regular raster scan order and 
does not break the encoding dependencies.  

To improve the ramping inefficiencies of WPP [6], the 
non-normative OWF technique overlaps the execution of 
consecutive frames. When a CTU row is encoded and no more 
rows are available in the current frame, a new CTU row can 
be taken from the next frame instead of waiting for completion 
of the current frame. Kvazaar automatically sets the threads 
and OWF values for maximum CPU utilization. 

IV. PARALLELIZATION ON MULTI-COMPUTER SYSTEMS 

This work extends Kvazaar parallelization to multi-
computer systems at the process level. HEVC slice 
partitioning is applied to distribute the encoding process 
among the computers. The number of slices per frame is made 
equal to that of the computers and the co-located slices in the 
frames are always assigned to the same computer. Each slice 
is encoded independently for maximum parallelization. The 
proposed technique is built on top of the data and thread-level 
parallelization, as described in Fig. 2.  

As shown in Fig. 3, the proposed setup is composed of a 
single master and multiple slave processes. The master takes 

 
Fig. 2. Overview of the parallelization levels in the proposed solution. 

 
Fig. 3. Overview of the distributed encoding on multi-computer systems. 



an input video in the YUV format, assigns encoding tasks to 
the slaves, and finally outputs the HEVC bitstream. 
Communication between the master and slaves is handled 
through a TCP/IP socket connection over 10 GbE links. The 
encoding process includes the following six steps (S0-S5) out 
of which the steps S1-S5 are iterated on each video frame: 

S0) Initialization. The socket connections are created 
between the master and slaves after which the master 
sends the coding parameters, such as the input frame size 
and the associated slice offset, to the slaves. 

S1) Frame splitting. The master splits the input YUV video 
into M rectangular slices frame-by-frame, M being the 
number of available slaves. Rectangular slices are 
adopted since the slaves can process them like regular 
input sequences. To maximize the load balancing, the 
slice height hi for the slave i is defined as  

where i ∈ {0, M – 1}, 𝜂 is the height of the CTU (in this 
work, 𝜂  = 64), and H is the height of the input YUV 
video. The width of all slices equals that of the input. 

S2) Raw data transmission. The master sends the slices to 
each slave frame-by-frame. 

S3) Slice encoding. Each slave executes an independent 
instance of Kvazaar, which is slightly modified to 
produce custom headers. A slave starts the encoding 
process as soon as it receives a slice from the master. The 
proposed solution allows encoding each slice 
independently without any synchronization between the 
slaves. The implemented data- and thread-level 
parallelization techniques ensure maximum CPU 
utilization in each computer. 

S4) Bitstream transmission. After a slave is ready, it sends 
the HEVC bitstream to the master. Each slave outputs a 
full-sized frame containing only valid slice data and the 
rest of the frame is left empty. 

S5) Bitstream parsing. The master buffers the individual 
HEVC bitstreams until it has received all slices of a 
frame. Finally, the master removes the duplicate headers 
from the bitstream, such as the PPS and SPS included in 
the first frame, arranges them in the correct order, and 
outputs a complete bitstream conforming to HEVC. 

V. EXPERIMENTAL RESULTS 

Kvazaar is currently the front-runner among existing 
open-source HEVC intra encoders [21] so AI coding 
configuration of Kvazaar was chosen for our experiments. 
Kvazaar is able to attain real-time intra coding speed up to 4K 
resolution on a single 22-core processor with a speed-
optimized ultrafast preset [22]. In that case, the 
communication overhead of the process-level parallelization 
would become more dominant with respect to the overall 
encoding time, which reduces the motivation for using multi-
computer approach. Instead, the benefits of the process-level 
parallelization become apparent in more computation-

intensive use cases of Kvazaar such as in high-quality 
encoding. Therefore, Kvazaar veryslow preset [15] was used 
in our experiments. 

A. Experimental Setup 

The experiments were conducted on nine test video 
sequences listed in Table I. They differ in terms of number of 
frames, frame rate, and spatial resolution. 

Our multi-computer test setup was composed of five 
similar computers connected with 10GbE links. The essential 
features of these computers are detailed in Table II. During the 
experiments, the number of computers was varied from one to 
five. One of the computers was running the master process. It 
also acted as a slave, since the master process is not 
computationally heavy.  

The coding efficiency was compared in terms of 
Bjøntegaard Delta Bit Rate (BD-BR) [23] difference in 
percent for the same Peak Signal-to-Noise Ratio (PSNR) using 
four Quantization Parameter (QP) values: 22, 27, 32, and 37. 
The coding speeds of the benchmarked encoder 
configurations were measured separately for each four QP and 
the results were averaged. For a reliable comparison, only one 
encoder configuration was run at a time. Each test run was also 
repeated four times and the coding speeds were averaged for 
improved accuracy.  

B. Analysis of Data- and Thread-Level Scalability 

The first experiments evaluated the efficiency of the data 
and thread-level parallelization techniques on one computer. 
The results show that the SIMD optimizations speed up 
Kvazaar by 1.64× on average compared with its non-
parallelized single-core implementation. However, the speed-
ups are not consistent across the entire QP range but they 
variate from 1.37× at QP = 22 to 1.91× at QP = 37. The 
discrepancy is mainly caused by sequential entropy coding 
tools whose execution time is dependent on the QP value.  

The thread-level parallelization on the four CPU cores 
achieves an average speed-up of 3.90× regardless of the QP 
value. Furthermore, the combined speed-up of these two 
parallelization levels is up to 6.35× on average.  

 

TABLE I. TEST SEQUENCES 

 

TABLE II. PROFILING PLATFORM 

 



C. Analysis of Process-Level Scalability 

Fig. 4 presents the speed-up results of the process-level 
parallelization on two, three, four, and five computers. The 
anchor was a SIMD-optimized and multithreaded instance of 
Kvazaar that was executed on a single computer.  

 The results show that the proposed framework achieved 
average speed-ups from 1.86× on two computers to 3.92× on 
five computers. The results are consistent across the QP values 
with a relative standard deviation of less than 3% on average. 
The complexity overhead of the process-level parallelization, 
including frame splitting and data transmission between the 
computers, is less than 0.1% of the entire encoding time. 
Hence, it can be considered negligible.  

 The average parallel efficiency, i.e., the ratio between 
speed-up and the number of available computers, decreases as 
a function of the computer count. It reaches 93.3% for two 
computers and reduces to 88.2%, 81.54%, and 78.48% for 
three, four, and, five computers, respectively. Moreover, the 
parallel efficiency is the smallest with the lowest resolution 
when the number of computers is greater than three. These 
losses come from the imbalance between slice heights, ℎ𝑖 
in (1). In addition, the slices differ in content, which also 
affects the encoding complexity. 

Table III reports the corresponding BD-BR results over a 
single-computer implementation. The process-level 
parallelization increases BD-BR linearly from +0.19% on two 
computers to +0.81% on five computers on average. In AI 
coding configuration, this overhead comes mainly from 
signaling the slice header in the bitstream. Hence, it is inherent 
to HEVC standard and cannot be optimized out.  

D. Comparison with Prior-Art 

A fair comparison with the related parallelization 
approaches is out of reach in terms of coding speed, BD-BR, 
and parallel efficiency. The existing solutions implement or 
combine different levels of parallelization. Moreover, their 
results are directly linked to the experimental setups, adopted 
encoders, and hardware platforms, which strongly differ from 
one solution to another. Closest related works [9] [10] apply 
MPI to distribute HEVC encoding process on multiple 
computers. MPI takes care of the data dependencies and 
communications between processes.  

To the best of our knowledge, the proposed framework is 
the first one that instantiates encoders with separate 
environments, internal variables, and data. The slave instances 
are able to perform encoding without any synchronization or 
data transfers between other instances, regardless of the 
coding configuration.  

 Our future work will improve the load balancing between 
slaves, which currently acts as the main performance 
bottleneck. Several existing solutions [24], [25] have shown 
that more sophisticated load balancing techniques can 
improve performance by up to 10%. The proposed scheme 
will also be implemented on an asymmetric multicomputer 
setup that is composed of CPUs with drastically different 
computational capabilities. These approaches will be 
experimented with new coding configurations, such as with 
HEVC inter coding.  

VI. CONCLUSION 

 This paper presented a multi-level parallelization scheme 
for HEVC encoders by addressing their parallelism at data, 
thread, and process levels simultaneously. The proposed 
scheme was implemented in the open-source Kvazaar HEVC 
encoder. A special attention was paid to the proposed process-
level parallelization technique that applies HEVC slice 
partitioning and distributes the SIMD-optimized and 
multithreaded Kvazaar among multiple computers. 

 Our results illustrate that the process-level parallelization 
accelerates Kvazaar high-quality coding by 1.86× on two 
computers and by 3.92× on five computers with the respective 
coding costs of +0.19%, and +0.81%. Moreover, combining 
all these three parallelism levels together on a five-computer 
setup speeds up Kvazaar by almost 25× over a non-
parallelized single-core implementation of Kvazaar. To the 
best of our knowledge, the proposed scheme makes Kvazaar 
the first open-source HEVC encoder that is able to exploit all 
these three levels of parallelism simultaneously. 

 
Fig. 4. Speed-up of the proposed solution with differnet number of computers (averaged over the QP values of 22, 27, 32, and 37). 

TABLE III. BD-BR OVERHEAD FOR DIFFERENT COMPUTER COUNTS 
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