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Abstract—Packet parsing is the initial step in processing of 

network packets. It is encountered in any environment in which 

packets must be processed. Examples include switches, routers, 

firewalls, and kernel of operating system. In recent years, there 

has been focus on programmable and protocol-independent 

packet processing hardware. The two main hardware 

architectures for packet processing are run-to-completion and 

pipelined organization of functional units. This applies to packet 

parsing as well. Both run-to-completion and pipelined 

organization have pros and cons and the debate as to which 

provides greater overall benefit is endless. In this paper, we 

consider this problem from the perspective of programmable 

100 Gbps packet parsing. We will see that the pipelined parser 

provides 40x throughput compared to the run-to-completion 

architecture despite running at the same operating frequency 

and using the same functional units in each pipeline stage. 
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I. INTRODUCTION 

Network packets carry application data or status messages. 
In order to reach their destination, at times they traverse 
multiple independent networks. For delivery of network 
packets, they undergo processing in packet forwarding 
devices such as switches and routers. Even at the destination 
node, some processing is needed both in the Network Interface 
Card (NIC) and the higher abstraction layers such as operating 
system and application. Packet processing is mostly in the 
form of modifying and looking up header fields. The fields to 
be used for lookup and modification are based on the protocol 
specifications. 

Over the time, newer network protocols emerge for 
supporting higher data rates and providing wider range of 
services. This can potentially render the available networking 
hardware obsolete. High-end networking devices are costly 
and frequent hardware upgrades is not a viable option. For 
these reasons, there has been a shift from fixed-function and 
protocol-dependent networking hardware to programmable 
network hardware. This secures the investment and allows for 
providing different networking services just by means of 
software updates. For instance, programmable switches can be 
programmed for fast prototyping and deployment [1]. In 
addition to programmable switches, a new class of NIC 
devices have emerged that combine performance and 
programmability for providing advanced networking 
functions. These devices, known as SmartNIC, facilitate a 
fully programmable cloud [2]. 

Packet processing hardware comes in two main 
architectural flavors: Run-to-completion and pipelined 
organization. In run-to-completion, a packet is assigned to a 
processor which executes all the instructions required for 
processing of the packet. Network Processors such as Intel 
IXP2800 and IXP2850 [3] as well as Cisco’s 400 Gbps 

network processor [4] are architecturally based on the run-to-
completion model. In the pipelined architecture, processing is 
divided into stages. At each stage, part of the processing is 
executed. An example of a pipelined architecture is [5] in 
which both parsing and processing are handled by pipelined 
organization of functional units. The fact that packets arrive at 
the interface and each must go through a number of steps until 
the entire processing is done makes pipelined architectures 
attractive for packet processing. Higher abstraction level 
models for packet processing, such as the ones adopted in P4 
language [6] and OpenFlow [7] see the packet processing 
hardware as a Match-Action pipeline. However, the run-to-
completion shows more flexibility in the sequence of actions 
executed on the packet because a processor is not limited in 
the sequence of actions. In the case of a pipeline, the sequence 
and number of actions is determined by the architecture of the 
pipeline. It should be noted that although processors are 
internally pipelined for operation at higher clock frequencies, 
they are still not considered pipelined in the context under 
discussion in this paper. A pipelined packet parsing 
architecture refers to a non-processor hardware architecture in 
this paper. 

This paper is organized as follows. In section II there will 
be an overview of related work and elaboration of the 
motivation behind this work. In section III we will have an 
overview of the packet parsing problem. In section IV our two 
solutions to packet parsing are elaborated. In section V the 
solutions are evaluated and compared. We will also provide 
guidelines for enhancing the performance of the processor. 
Finally, we conclude the discussion in section VI. 

II. RELATED WORK AND MOTIVATION 

The work in [8] provides a high-level language using 
which parsing requirements can be described. The description 
is used to generate the corresponding hardware architectures 
for packet parsing. In a similar approach, the authors of [9], 
[10], and [11] have designed and implemented a parser 
generator that takes the header descriptions in P4 as input and 
provides synthesizable VHDL code for implementation on 
Field Programmable Gate Array (FPGA). 

As we can see, one of the major shortcomings in the 
available literature is that the architecture for packet parsing is 
generated using a high-level description of headers. They use 
the field-programmability feature of FPGAs to generate new 
architectures when different sets of headers are encountered. 
There is clearly a need for packet parsing hardware that is 
flexible for parsing headers with different formats and 
encodings. Although design of protocol-independent 
hardware requires thorough analysis of current network 
protocols, generating hardware directly from protocol 
specifications leads to hardware that is tied to the 
corresponding protocols. 



The second shortcoming in the available literature is that 
there is no work in which the run-to-completion and pipelined 
architectures are systematically compared. The available 
works belong to either category. In this paper, we present the 
design of the building block for programmable packet parsing. 
We then use it in run-to-completion and pipelined 
architectures and see the performance and implementation 
results for programmable 100 Gbps packet parsing. The 
findings are not limited to packet parsing and can be applied 
to packet processing as well. The presented architectures can 
be used in programmable switches, routers and SmartNIC 
devices. As we will see, the pipelined variant has nearly 40 
times higher performance than the run-to-completion variant 
even though it operates at the same frequency. The 
fundamental building blocks used in both variants are the 
same. The run-to-completion architecture employs program 
control to reuse the fundamental building blocks for parsing 
of different headers whereas the pipeline eliminates program 
control and replicates the building blocks across pipeline 
stages. 

III. PACKET PARSING 

Prior to performing any processing on a packet, it must be 
parsed to find out the sequence of headers present in the 
packet. The structure of network packets is such that headers 
are stacked on top of each other. In other words, there is a 
sequential dependency between the headers. For instance, the 
second header can be parsed once the first header has been 
parsed. Only in environments in which the sequence of 
headers is fixed and known in advance is it possible to overlap 
parsing of different headers present in the packet. However, 
variable-length headers can complicate this seemingly 
straightforward case. A packet parser must know the first 
header present in the arriving packets. With that information 
it looks into the packet and finds its way into subsequent 
headers. A packet parser must find out the next header and its 
starting boundary. The next header is usually indicated by a 
specific header field designated for this purpose, or sometimes 
there is a default next header associated with a given header. 
For determining the boundary of the current header, the size 
of the header under parsing must be known. For some headers 
the size is fixed, whereas for some headers it is variable 
depending on the presence of optional fields. 

Packet parsing by itself is not complex. However, the 
following properties make it challenging at the high-end range 
of performance spectrum: 

• High rate of packet arrivals 

• Sequential dependency (this causes challenge for 
parsing packets with deep stack of headers, each 
of which requiring parsing) 

• Variable length headers 

The sequence of headers present in a packet can be 
represented by a parse graph which is a tree-like structure 
whose nodes at a given level represent the possible headers at 
the corresponding layer within the packet [12]. For instance, 
Fig. 1 illustrates a parse graph with 4 levels. The root of the 
tree represents Ethernet. This means that for a networking 
environment in which this parse graph applies, the first header 
is Ethernet. The alternatives for the second header are IPv4, 
IPv6, VLAN, and MPLS. IPv4 and IPv6 header can be 
followed by a third header. Valid fourth-layer headers are TCP 
and UDP, provided that the third-layer header is IPv6. 

 

Fig. 1. Parse graph with 4 levels 

To give an overview of packet parsing, consider the IPv4 
header as illustrated in Fig. 2. For determining the header 
following IPv4 in a packet, the value of Protocol field must be 
looked up for match with predefined values, each of which 
corresponds to a header following IPv4. These values are 
maintained by Internet Assigned Numbers Authority (IANA) 
[13]. The full list of IP Protocol values and their corresponding 
next header protocols is available at [14]. For instance, 
decimal values of 6, 17, and 137 indicate TCP, UDP, and 
MPLS respectively. For determining the header size, the value 
of Internet Header Length field must be evaluated. This 4-bit 
field provides the size of IPv4 header in terms of number of 
32-bit words. The minimum and maximum values of this field 
are 5 and 15 respectively. Once the size of the header is 
known, all the content of an IPv4 header can be written to a 
location designated for IPv4 or alternatively, written to any 
location and marked as IPv4 so that later on, the actions 
required for processing IPv4 are executed. 

 

Fig. 2. Minimum-sized IPv4 header 

IV. HARDWARE ARCHITECTURE FOR PROGRAMMABLE 

PACKET PARSING 

In programmable packet parsing, the location of fields 
indicating next header and header size can be anywhere. In 
addition, the values and how they must be interpreted are 
programmable. For instance, it is possible to have a header in 
which the size is specified as number of bits, rather than 
number of bytes or number of 32-bit words. As another 
example, it may be needed to use the unassigned IP protocol 
numbers for a new protocol. The building block we have 
designed for determining next header and header size is 
depicted in Fig. 3. It is programmable and thus, not tied to any 
protocol. It contains a field extractor that can extract the value 
of a specified header field. The extracted value is then 
concatenated with the identification value of header under 
parsing and presented to a programmable hash function. After 
this stage, the hash table is accessed. Hash tables store Key, 
Value entries. In addition to the hash table, there is a 16-entry 
Content-Addressable Memory (CAM) to accommodate the 
entries that cannot be stored in the hash table due to collision. 
For CAM, there is an associated memory holding the Value 

        

                

                  

      

                             

                             

                          

                 

                      

     



component of the Key-Value pair because CAMs store only 
the search key.  

 

Fig. 3. Internals of the building block used for programmable parsing 

There is one instance of this organization called Next 
Header Unit (NHU) and another instance called Field 
Evaluation Unit (FEU). NHU and FEU are the key 
components for programmable packet parsing and are used for 
determining the next header and size of current header 
respectively. By providing header-specific operation codes for 
field extraction and hash function as well as initializing the 
hash table, CAM, and CAM-associated memory accordingly, 
different headers can be parsed in a fully protocol-agnostic 
manner. We have two overall architectures: A run-to-
completion architecture which is a packet parsing processor 
and packet parsing pipeline. Both use the very same NHU and 
FEU instances. However, the overall organization causes 
significant difference in performance. 

A. Packet Parsing Processor 

The Packet Parsing Processor uses a program control unit 
to use the FEU and NHU for parsing the headers present in the 
packet. The overall architecture of this processor is illustrated 
in Fig. 4. In addition to NHU and FEU, there are three key 
components, namely Instruction Memory, Incoming Packets’ 
Buffer (IPB), and Program Control Unit (PCU).  

 

Fig. 4. Packet parsing processor components 

Instruction Memory holds instructions which provide the 
operation code for field extractors and hash functions. It has 
depth of 256 entries. This means that this processor can be 
programmed to provide support for parsing of up to 256 
distinct headers. Some headers, however, require more than 
one instruction for parsing. The Program Control Unit acts as 
the control unit for this processor and provides the control 
signals for loading the Program Counter (PC) register and 
also for inserting No-operation (NOP) instructions into the 
pipeline when necessary. Instruction fields are outlined in 
Table I.  

IPB is a stateful component, connected on one end to the 
Media Access Control (MAC) subsystem, and to the datapath 
of the processor on the other end. It contains the arrived 
packets, which are basically the operands for packet parsing 
and processing. An instruction issues a read request to this 
buffer. Read sizes are of any number of bytes which is a power 
of 2, up to 64 bytes. Therefore, an entire minimum-sized 
Ethernet frame can be read in one cycle. A NOP instruction 
has read size of 0 bytes. 

TABLE I.  INSTRUCTION FIELDS 

Instruction field Width (bits) Corresponding Component 

Field extraction 1 8 FEU 

Field Extraction 2 7 NHU 

Hash Function 1 12 FEU 

Hash Function 2 18 NHU 

Default Field 
Evaluation Outcome 

8 FEU 

Default Next Header 8 NHU 

IPB Read Size 3 IPB 

Branch Type 3 PCU 

 

TABLE II.  INSTRUCTION PIPELINE STAGES 

Pipeline 
stage 

Definition 

Fetch 
Instruction 
(FI) 

The instruction is retrieved 

Fetch 
Header 
(FH) 

The amount of header data requested by the instruction is 
obtained from IPB 

X0 The value of fields indicating next header and header size 
are obtained 

X1 Hash computation is performed on the search keys. In 
parallel, the binary CAM is presented with the search key 

X2 Hash table is accessed 

X3 The associated value of the highest priority matching entry 
is selected and provided as output 

 

The field extractors in FEU and NHU are implemented by 
a two-level multiplexer (MUX) organization in which the first 
MUX selects a 32-bit word from the 64-byte packet data 
retrieved from the IPB. Then the second MUX extracts the 
programmer-specified field from the selected 32-bit word. 
Instruction pipeline stages are outlined in Table II. It should 
be noted that not all the instructions go through X0-X3 stages. 

In order to illustrate how the instructions are used for 
parsing different headers, an instruction pipeline diagram 
corresponding to parsing minimum-sized IPv4 header is 
shown in Fig. 5. 

Instruction Time 

 T0 T1 T2 T3 T4 T5 T6 T7 T8 T9 T10 

IIPv4_0 FI FH X0 X1 X2 X3      

IIPv4_1  FI FH         

IIPv4_last        FI FH   

INext_Header          FI FH 

Fig. 5. Instruction pipeline timing diagram when parsing minimum-sized 

IPv4 header 

Table III outlines the major instruction fields and their 
values for the instructions involved in parsing the minimum-
sized IPv4 header. The instruction fields not listed in the table 
are deployment-specific and thus not relevant to the 
discussion here. The parse program for IPv4 first reads as 
many bytes as the minimum sized IPv4 header. It evaluates 
the value of IHL and makes branch to act according to the 
encountered header. IIPv4_0 is the first instruction for parsing 

     

    
       

   

    

     

        

       

    

     

         

          

      
         

               

            

                    

       

             

       

       

    

           

      
   

   

   

       

       

       

           

         

      

               

        

      

             

                  



IPv4 header. It reads 16 bytes from the IPB and extracts the 
value of IHL and Protocol fields. IIPv4_1 reads the next 4 bytes 
and signals a branch based on outcome of FEU to the PCU. 
The result of FEU is ready at T5. At T6 the PC is loaded with 
the address provided by FEU. This instruction is fetched at T7. 
Since the header in question is minimum sized, this is a NOP 
instruction signaling branch based on NHU. At this point the 
result from NHU is ready. It takes 2 cycles to load PC and 
fetch the instruction corresponding to the next header. This 
instruction is marked as INext_Header in Fig. 5. 

TABLE III.  VALUES OF INSTRUCTION FIELDS WHEN PARSING 

MINIMUM-SIZED IPV4 HEADER 

Instruction 
field 

Instructions 

IPv4_0 IPv4_1 IPv4_last 

Field 
Extraction 1 

Extract IHL NOP NOP 

Field 
Extraction 2 

Extract 
Protocol 

NOP NOP 

IPB Read Size 16 bytes 4 bytes 0 

Branch Type No branch Branch to 
address 
provided by 
FEU 

Branch to 
address 
provided by 
NHU 

  

B. Packet Parsing Pipeline 

The second packet parsing architecture we have designed 
is a Packet Parsing Pipeline. It uses the same functional units 
as the Packet Parsing Processor with a few minor differences. 
First of all, there is no PCU. It is a pipeline whose each stage 
contains a NHU-FEU pair. If a comparison is to be made with 
a Reduced Instruction Set Computer (RISC) processor, the 
approach taken here would be similar to removing the control 
unit and placing multiple instances of the Arithmetic Logic 
Unit (ALU) in a pipelined organization. Fig. 6 illustrates the 
hardware resources at each stage. The number of stages is a 
design choice and determines how deep the packet can be 
looked into by the parser. If the number of stages is less than 
the number of headers that must be parsed, the packet must be 
recirculated. This will degrade the throughput of the pipeline 
because the recirculated packet and incoming packet must 
take turns for entering the pipeline. 

In the Packet Parsing Pipeline, a minimum-sized packet is 
read from IPB at the beginning of the pipeline. This occurs 
every cycle. Therefore, a constant flow of packets can enter 
the pipeline upon arrival if the pipeline operates at the same 
speed as the rate of packet arrival. Each packet propagates 
through the pipeline. The first header is parsed by the first 
stage. The second header is parsed by the second stage and so 
forth. Therefore, the entire parsing program has been 
distributed over the pipeline stages. This reflects one of the 
key differences between pipelined and run-to-completion 
architectures. Since the packet read from the IPB propagates 
through the pipeline, stage i needs to know the starting 
boundary of header i. At each stage, FEU calculates the size 
of the header under parsing in terms of number of complete 
32-bit words. This size is used in the subsequent stage for the 
field extractors in NHU and FEU because all stages operate 
on the same item read from IPB at the beginning of the 
pipeline. Each stage must know where within the incoming 
64-byte unit the corresponding header starts. This requires 

knowing the sum of the size of all headers that have been 
parsed up to that point. 

 

Fig. 6. Functional units at each stage of packet parsing pipeline 

Based on the discussion above, the instruction format of 
the pipelined architecture is very similar to that of the 
processor except that there are no instruction fields for branch 
type and reading from the IPB. In addition, some of the 
instruction fields common to both the pipeline and the 
processor have smaller width in the pipeline. For instance, for 
the field extractors, the 32-bit word to select is determined by 
the output of the FEU of previous stage and sum of the size of 
headers up to the header being parsed. Therefore, the 
instruction fields for field extractors have smaller width. In 
addition, the Default values for NHU and FEU are both 6 bits 
rather than 8 bits because the instruction memory is divided 
into 4 pipeline stages.  

V. EVALUATION 

In this section we evaluate the two packet parsing 
architectures. Both the processor and the pipeline operate at 
frequency of 148.8 MHz. This frequency corresponds to 
maximum rate of packet arrival on a 100 Gbps line. NHU and 
FEU are internally pipelined and comprise 4 stages. The 
pipelined parser contains 4 stages. 

A. Performance 

In order to evaluate the performance of the parser, we will 
observe the behavior of the parsers when parsing a number of 
commonly appearing header stacks. The pipelined parser 
shows deterministic performance due to its organization of 
functional units. In other words, it sustains the line rate 
regardless of the sequence of headers. Therefore, we limit the 
scope of performance evaluation to the processor as it shows 
different behavior with different headers. The header stacks 
chosen for evaluating the throughput of the packet parsing 
processor are as follows: 

1-Ethernet-IPv4 (minimum-sized)-TCP (minimum-sized) 

2-Ethernet-IPv4 (maximum-sized)-TCP (maximum-
sized) 

3-Ethernet-IPv6-UDP  

4-Ethernet-IPv4 (minimum-sized)-IPv6-UDP 

The last header stack corresponds to 6in4 which is an IPv6 
transition mechanism in which IPv6 packets are encapsulated 
in IPv4 packets [15]. It should be noted that each of the header 
sequences above corresponds to only one of the possible 
header sequences based on parse graph of Fig. 1. In other 
words, the sequence of headers in packets used for throughput 
evaluation is not fixed. When the sequence of headers is 
known in advance, better performance can be achieved 
because there is no need to consume cycles to find out the next 
header. Table IV summarizes the result of throughput 
evaluation of the packet parsing processor.  

           

      

   

   

               

         

                        

                      

                        

                                 



TABLE IV.  THROUGHPUT ACHIEVED USING THE PROCESSOR 

Header 
Sequence 

Time required 
for parsing 

(ns) 

Amount of 
headers 

parsed (bits) 

Throughput 
(Gbps) 

1 181.44 432 2.38 

2 194.88 1072 5.5 

3 120.96 496 4.1 

4 181.44 656 3.61 

 

Parsing more header bits in a given time results in higher 
throughput. Parsing header sequences 1 and 4 takes equal 
amount of time but since in sequence 4 more header bits are 
parsed, higher throughput had been achieved. Parsing header 
sequence 2 takes only 2 cycles more than parsing of sequence 
1 but more than twice the amount of header bits are parsed. 
Thus, higher throughput is achieved.  

As we can see, the throughput values achieved by the 
processor are way too far from the target value of 100 Gbps. 
Packets carry payload in addition to headers. The payload 
portion of the packet does not need to be parsed; it will just be 
forwarded by the parser without looking into its content. This 
causes improvement to the throughput values. The larger the 
payload, the more improvement to throughput value. For 
header sequence 1, there is room for 10 bytes of payload data 
for keeping it a minimum sized packet. Reading 10 bytes from 
IPB requires 2 cycles. The throughput for parsing a packet 
with header sequence 1 and with 10 bytes of payload data is 
2.62 Gbps. For sustaining a flow of minimum sized packets 
arriving through a 100 Gbps port, nearly 40 processors cores 
are needed. Each incoming packet will be dispatched to an idle 
processor instance. Each of these cores requires memories for 
hosting instructions, hash table entries, CAM entries and 
CAM associated memories. These 40 processor cores are 
needed to sustain the packets arriving through one port only. 
For a 6.4 Tbps switch with 64 instances of 100 Gbps ports, the 
total number of processors gets out of hand.  

The pipelined packet parser on the other hand has far 
superior performance and more efficient use of resources. The 
sum of instruction memory entries across the whole pipeline 
is equal to that of the processor not to mention the fact that 
after the first stage, the instruction memory instances are 
somewhat narrower in width. The pipeline can sustain an 
infinite flow of minimum sized packets. One pipeline is 
equivalent to 40 processor instances. This is the reason why 
the pipelined architecture is used in many commercial 
products. 

B. Implementation results 

The Packet Parsing Processor and Packet Parsing Pipeline 
have been implemented using Verilog Hardware Description 
Language (HDL). The source code has been synthesized and 
implemented using Xilinx Vivado v2020.1 with xcku035-
ffva1156-3-e as the target device. The instruction memory, 
hash tables, and associated memories for CAM have been 
implemented using Block RAM (BRAM) instances generated 
with minimum area algorithm. The CAM instances have been 
implemented using plain flip-flops as each CAM instance has 
dimensions of only 16×24 and 16×16 in NHU and FEU 
respectively.  

Tables V and VI show the post-implementation results in 
terms of resource usage and dynamic power for the two packet 

parsing architectures. The pipelined parser uses about 4 times 
more Lookup Table (LUT) instances because the NHU-FEU 
pair is replicated 4 times. Total dynamic power of the pipeline 
is about 3 times that of the processor. Since 40 processor 
instances are required to achieve performance close to the 
pipeline, the latter uses far less resources and power to provide 
the target performance. 

 

TABLE V.  RESOURCEE USAGE OF ARCHITECTURAL VARIANTS 

Resource Architectural variant 

Processor Pipeline 

LUT 657 2773 

BRAM 3 11 

Flip-flops 1457 5054 

 

 

TABLE VI.  DYNAMIC POWER (W) OF THE TWO ARCHITECTURAL 

VARIANTS 

Component Architectural variant 

Processor Pipeline 

Clocks 0.014 0.023 

Signal 0.014 0.049 

Logic 0.005 0.045 

BRAM 0.029 0.079 

I/O 0.035 0.088 

Total 0.097 0.285 

 

C. Improving the Performance of the Processor 

1) Increasing the frequency 
The most obvious way of increasing the throughput of the 

processor is increasing its operating frequency. We saw from 
Fig. 5 that it takes 6 cycles to fetch the instruction 
corresponding to the next header. By keeping the line rate 
constant and making the processor 6 times faster, the 
processor can switch to parsing of header coming from other 
ports. By the time it switches to the original thread, the cycles 
for X0, X1, X2, X3 stages and loading the PC have passed. 
This is illustrated in Fig. 7 in which each thread is indicated 
by a different color. Note that the same NHU-FEU pair are 
being used by different threads. At T7 a switch can be made to 
the original thread because the PC of the thread in question 
has been loaded and the instruction can be fetched. In this 
setting, aggregate throughput of 700 Gbps can be sustained 
because 7 ports can be serviced by one processor instance. 
This is different from single-port 700 Gbps throughput 
because that requires more high-performance hardware. For 
any given operating frequency, the pipelined parser will 
provide superior performance. 

2) Simultaneous Multithreading 
If increasing the processor speed is not possible, more 

advanced architectural techniques are required for boosting 
performance. The idea of interleaved multithreading can be 
taken further into Simultaneous Multithreading (SMT) in 
which multiple threads are being executed at each time 
instance. 



T0 T1 T2 T3 T4 T5 T6 T7 T8 T9 T10 T11 T12 

FI FH X0 X1 X2 X3        

 FI FH X0 X1 X2 X3       

  FI FH X0 X1 X2 X3      

   FI FH X0 X1 X2 X3     

    FI FH X0 X1 X2 X3    

     FI FH X0 X1 X2 X3   

      FI FH X0 X1 X2 X3  

       FI FH X0 X1 X2 X3 

Fig. 7. Use of interleaved multithreading for achieving higher aggregate 

throughput 

For that to be possible, each thread needs its own 
instruction memory, IPB, NHU and FEU instances. This is in 
fact very similar to multiple independent instances of the 
processor. One way of reducing resources is to do similar to 
the pipelined parser in which there are NHU-FEU pairs per 
parse graph level. Here different threads correspond to packets 
coming through the same port. In other words, SMT is used to 
sustain the rate of packets arriving through one port. By 
inspiring from the packet parsing pipeline, behaviour similar 
to pipeline can be achieved. An arbiter is needed to assign the 
NHU-FEU pairs dynamically to the right thread. The software 
requires no change. The downside is that there is a possibility 
of resource conflict. In this case, one thread must be stalled to 
resolve the conflict. The probability of conflict can be reduced 
by having more instances of NHU and FEU. Resource conflict 
occurs when different packets, each having a separate thread, 
have different sequence of headers or same headers but with 
different size. One case of resource conflict is illustrated in 
Fig. 8 in which the two threads are shown with different 
colors. The first header of both packets is identical whereas 
the second headers are different. Thread 0 has to read from 
IPB twice to reach the field that has indication of next header. 
Thread 1 makes only one read request. At T10 both threads 
attempt to use NHU. The second thread has to be stalled to 
resolve the conflict. 

T0 T1 T2 T3 T4 T5 T6 T7 T8 T9 T10 T11 T12 T13 T14 

FI FH X0 X1 X2 X3          

       FI FH       

        FI FH X0 X1 X2 X3  

 FI FH X0 X1 X2 X3         

        FI FH - X0 X1 X2 X3 

Fig. 8. Instruction pipeline diagram of packet parsing processor with SMT 

VI. CONCLUSION 

In this paper we designed and implemented a run-to-
completion and a pipelined architecture for programmable 
100 Gbps packet parsing. As we saw, the pipeline has 40x 
performance compared to the processor despite operating at 
the same frequency. The performance improvement is 
achieved by organizing the very same datapath components of 
the processor in a pipeline. This proves that architecture plays 
an important role in packet parsing performance. We can now 
realize why the pipelined architecture is widely used in 
commercial products. The same discussion and results apply 
to packet processing as well. Because packet processing is far 
more complicated than packet parsing, designing a packet 
processor that can provide 100 Gbps throughput is even more 
challenging than a 100 Gbps packet parsing processor. Based 
on the discussion in section IV, a complex processor with 
SMT can come close to the performance of a pipeline but with 

far greater complexity as a result of replication of functional 
units. 
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