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Abstract—We address collaborative machine learning (ML) in
an extended reality (XR). A large group of users is immersed into
a network-based application and cooperatively trains a common
ML model using the data collected locally by high-end eyewear.
Mindful of the stringent requirements of XR applications, we
propose two strategies to minimize cooperative training times.
The first strategy lies in partial offloading of excessive training
data to a more computationally capable edge server. The second
strategy involves sharing data points with the proximate partic-
ipants via device-to-device (D2D) communications. We analyze
the limitations of the proposed mechanisms and suggest best
practices for their efficient usage.

I. INTRODUCTION

Extended reality (XR) – a blanket term for augmented,
virtual, and mixed reality (AR/VR/MR) – creates immersive
digital environments wherein the users may seamlessly interact
with virtual objects. One of the most appealing usages of XR
is location-based entertainment, where several players are sub-
merged into a common virtual environment constructed based
on the physically shared space. In continuously changing dy-
namic environments, traditional computer vision-based meth-
ods may fail to effectively handle XR-related tasks, such as
3D reconstruction and photorealistic rendering. Performance
of XR operation can be enhanced using machine learning
(ML) based methods [1] capable of adapting to dynamic
environments; however, heavy ML training should be handled
in real-time and, therefore, requires efficient solutions to meet
XR delay requirements [2].

In location-based XR, ML processing can be accelerated by
collaboratively training a common ML model using distributed
schemes and computations offloading. In XR-related literature,
such approaches include distributing feature preprocessing via
device-to-device (D2D) connectivity [3], collaborative object
recognition [4], and mitigating VR “breaks in presence” via
federated learning (FL) [5]. These methods are largely fo-
cused on communications optimization without considering
the computational costs of the processing, which is essential
in highly heterogeneous systems. System-level heterogene-
ity is addressed by general FL approaches, such as D2D-
aided hierarchical model updating [6] or optimizing resource
allocation [7]. Related mathematical optimization problems
of balancing computational workload are solved by methods
of distributed computing, which may also include offloading
excessive computations to the edge server [8] or to the prox-
imate neighbors via D2D [9]. However, even though [8], [9]
extensively investigate each offloading method separately, they

address inherently different problem formulations in terms of
the objective functions, which makes it impossible to compare
the proposed solutions directly.

In this paper, we consider two strategies for accelerating
ML training using network-assisted offloading: to a computa-
tionally strong edge server or to proximate devices via D2D
links. For both offloading strategies, we formulate optimization
problems and find load allocations that minimize collaborative
training time. For the first strategy, we propose an algorithm to
solve the corresponding optimization problem. Our approach
minimizes the convergence time of distributed training while
taking into account both computational and communications
heterogeneity. Throughout the text, matrices and vectors are
given in bold upper- and lower-case, respectively, while scalar
values are given in lower-case italics.

II. SYSTEM MODEL

A. Scenario Description and Learning Model

Online distributed ML model. We consider a distributed
learning problem, where N users collaboratively train a com-
mon ML model over continuously collected local training
data. As an example, we study an online regression problem
y = f(X) + z, where X = {x1, . . . ,xM} ∈ RM×d is a
training set of M d-dimensional training points, y are the
corresponding observations, f(·) is the unknown function,
and z ∼ N (0, σ2) is the observation noise. Particularly,
we assume that the unknown function f(·) is linear, and
the problem can be represented as the least-squared linear
regression y = Xβ∗ + z, where β∗ ∈ Rd is the unknown
model. The linear model is selected here solely for the clarity
of its complexity analysis and can be generalized to non-linear
functions by employing feature mappings.

Online distributed training. We divide the overall training
time into iterations of duration T . During each iteration t, the
users simultaneously collect new training data

{
X

(t)
i ,y

(t)
i

}
,

i = 1, ..., N . With the assistance of an edge server, users
perform collaborative training over their local data generated
during the previous iteration. Particularly, at each iteration,
all participating users compute and share their partial updates,
based on which the server estimates the current value of time-
varying β(t)

∗ and disseminates it by the beginning of the next
round. The analysis below holds for every iteration; hence,
index (t) is omitted unless we explicitly refer to different
iterations. All data variables are assumed to be time-dependent.



Online stochastic gradient descent. The task of estimating
the model β∗ given the combined training data {X,y} can be
formulated as a convex optimization problem minβ∈RdL(β),
where L(β) = 1

2 ‖Xβ − y‖22. This optimization problem
can be solved with stochastic gradient descent (SGD), which
iteratively updates the estimated model β. In online SGD, the
training data is continuously updated so that at each iteration
the model is trained on new data. In this work, we consider
batched online SGD, which computes model updates over
small batches of data. Therefore, at t-th iteration, the sought
model can be estimated as β(t+1) = β(t) − α∇L(t), where
∇L = XT (Xβ − y) is the gradient of cost function L(β) and
α is the learning rate. The partial updates, which are computed
by the users and then collected by the server, are represented
by partial gradients ∇Li(β) = XT

i (Xiβ − yi) based on the
local data, ∇L(β) =

∑N
i=1∇Li(β).

We note that our study is not limited to the least-squares
regression formulation and can be generalized to arbitrary
learning models that are iteratively trained with online SGD.

B. System Heterogeneity

The envisioned distributed ML training is deployed over a
wireless network. The sources of network heterogeneity can
be divided into three groups.

Computational heterogeneity. The users have unequal com-
putational capabilities that may depend, for example, on their
hardware powers or priority of the training routine being
run on the device. We assume that the basic computational
operations is multiply-accumulate (MAC), an inner product of
two d-dimensional vectors. One MAC operation is equivalent
to 2d + 1 floating-point operation and is introduced only for
concise analytical expressions. Computational powers aS and
ai of the server and the users are measured in the numbers of
MAC operations per second.

Communications heterogeneity. The users have varying
transmission rates determined by their channel conditions.
We assume that the uplink transmission rate ri of user i is
measured in the number of MAC operations per second; a
conversion to conventional bit per second can be done as
r̂i = (2d+ 1)ri.

Data heterogeneity. During each iteration, the users generate
a random amount of data depending on the intensity of the
application use, i.e., by the beginning of each iteration, the
users have a random number of training points `i.

C. Collaborative Learning Strategies

The system relies on centralized network assistance, where
the edge server orchestrates the learning process by collecting
and disseminating the updates. The server is aware of the
state and the parameters of the users and may leverage this
information to accelerate the distributed training process by
advising users to offload their excessive data to the edge server
(Strategy #1) or to their neighbors via D2D communications
(Strategy #2).

Strategy #1: Server offloading. The users are allowed to
offload a share ωi of their excessive training data to the

significantly computationally stronger edge server. Each user
is allocated a share νi of the computational resources. We
assume that νi is proportional to the number of offloaded
points and, thus, νi = ωi`i/

∑N
j=1 ωj`j . Note that since the

data transmission and computation of the model update may
occur simultaneously, the selected νi is suboptimal; however,
one can show that such a selection is optimal if the data
exchange and computations are performed sequentially.

Strategy #2: D2D offloading. The user i may offload a share
{ωi,j} of its data to a more computationally capable user j
using a direct D2D connection. We assume that D2D links are
full-duplex, and that the users are allowed to simultaneously
communicate with several available neighbors. We omit the
data routing problem arising from multi-hop transmission by
assuming a complete connectivity graph, meaning that any pair
of users i and j may communicate in a single hop over the
link with a transmission rate ri,j > 0.

Data offloading potentially compromises privacy of the ex-
changed data. We assume that the offloading protocol is either
private or secure, which can be achieved via homomorphic
encryption, differentially private data transforms, or distributed
training in a trusted execution environment.

III. OPTIMIZATION OF PROPOSED STRATEGIES

The goal of the proposed strategies is to minimize the
convergence time of distributed training, which in our scenario
is equivalent to minimizing one iteration time T of collabora-
tive training. In this Section, we formulate the corresponding
optimization problems for both Strategies #1 and #2.

A. Strategy #1: Server Offloading

We find the optimal offloading shares {ωi} that minimize
one iteration time by solving the following optimization prob-
lem: min

{ωi},T
T (P1)

s.t. (1− ωi)Ti ≤ T, (P1a)

ωiRi + 2(aSνi)
−1ωi`i ≤ T, (P1b)

0 ≤ ωi ≤ 1, (P1c)

where Ti = 2`ia
−1
i is the time to compute the gradient of

`i points, Ri = `ir
−1
i is the time to transmit `i data points

to the server, and νi = ωi`i/
∑N
i=1 ωi`i is according to our

assumption. Constraints (P1a) and (P1b) imply that the on-
device and server processing times should not exceed T , and
constraint (P1c) bounds the share of offloaded data.

We note that in reality, due to integer `i, the offloading
optimization problem is equivalent to a mixed-integer problem,
which can be solved using appropriate tools. However, to
obtain an analytical solution, we solve problem (P1) assuming
continuous ωi. Hence, problem (P1) is a linear program with
linear constraints, and, therefore, can be solved using the
Lagrange method with KKT conditions. The solution to (P1)
is given by the following Proposition.

Proposition 1. Let ωi be the share of offloaded training data
of user i, Ti = 2`ia

−1
i is the time to compute the gradient

of its `i points, and Ri = `ir
−1
i is the time to transmit them.



Then, for (P1), there exists optimal solution ({ω∗i }, T ∗), which
minimizes the iteration time for Strategy #1:

T ∗ = maxi,U
Ri+2a−1

S

∑
j∈U `j

1+Ri/Ti+a
−1
S

∑
j∈U aj

, (1)

where U = {j : T ∗ < Tj} is the set of offloading users and
ω∗j =

Tj−T∗
Tj

if j ∈ U or ω∗j = 0 otherwise.

Proof. Proof is provided in Appendix.

The solution above requires searching over the parameter-
dependent set U. We propose Algorithm 1 that solves (1)
with O(N logN) complexity induced by a sorting procedure.
Applying this algorithm is more efficient than solving (P1)
directly, e.g., with Karmarkar’s algorithm having O(N3) com-
plexity. To estimate the iteration time T̃ ∗ and the correspond-
ing shares {ω̃i} suboptimal for the mixed-integer offloading
problem, one may follow lines 9 and 10 in Algorithm 1.

Algorithm 1: Find minimum iteration time T ∗

Data: Comp. time Ti, comm. time Ri, ∀i
Result: suboptimal T̃ ∗, {ω̃i}

1 Sort all users by Ti in descending order;
2 Find user k = argmaxi

Ri
1+Ri/Ti

;
3 U← {k}, T ∗ ← Rk

1+Rk/Tk
+ Tk;

4 while Ti > T ∗ do
5 U← U ∪ i;
6 T ∗ ← Rk

1+Rk/Tk
+
∑
j∈U Tj ;

7 i← i+ 1;
8 end
9 ω̃j ←

[(
1− T∗

Tj

)
`j

]
/`j , j ∈ U, and ω̃j ← 0, j 6∈ U;

10 T̃ ∗ ← maxj {Tj(ω̃j), Tj,S(ω̃j)}

B. Strategy #2: D2D Offloading

We optimize the shares {ωi,j} of data offloaded over the
links i→ j to achieve minimum iteration time by solving the
following optimization problem:

min
{ωi,j},{Ti,tr},T

T (P2)

s.t. ωi,j`ir
−1
i,j ≤ Ti,tr, ωj,i`jr

−1
j,i ≤ Ti,tr, (P2a)

Ti,tr+

(
1−

N∑
m=1

ωi,m

)
· 2`ia−1i + 2a−1i

N∑
m=1

ωm,i`m≤T, (P2b)

0 ≤ ωi,j ≤ 1, (P2c)
where constraints (P2a) and (P2b) imply that the reception time
of users i and j as well as the time to process both received and
local data should not increase T , and constraint (P2c) limits the
offloading share. Similarly to Strategy #1, the solution of (P2)
may be translated to integer `i. The solution can be derived
similarly to the analysis provided for the case of Strategy #1
or obtained by utilizing any linear programming solver.

IV. NUMERICAL RESULTS

We perform a numerical study of the proposed strategies and
highlight scenarios where they can be most efficiently used.

Fig. 1: Illustration of heterogeneity function.

A. Simulation Setup
We assume that users are uniformly distributed within a

circle of radius R. By the beginning of each training iter-
ation, each user collects a random number of points `i ∼
Uni[`min, `max], where `min/max are the minimum/maximum
numbers of data points. We assign parameters ai and ri in
a random fashion using a set of relative capacities C(a/r)

i ∈
[0, 1] so that ai = C

(a)
i amax and ri = C

(r)
i rmax, where amax

and rmax are the maximum computational and communica-
tions capacity, respectively.

The level of computation and communications heterogeneity
in the system is controlled by a heterogeneity function, which
explicitly defines the set of Ci, i = 1, ..., N as follows:

Ci = η
(
1−

(
i−1
N−1

)s)1/s
+ (1− η), (2)

where η is heterogeneity factor, s is heterogeneity steepness.
Factor η ∈ [0, 1] determines the range of parameters, i.e.,
amin = ηamax and rmin = ηrmax. Heterogeneity steepness
s > 0 controls the proportion of more vs. less capable users:
increasing s results in a larger share of strong users. The
illustration of (2) for different η and s is presented in Fig. 1.

In the case of D2D links, heterogeneity comes from ran-
dom locations of the users and, hence, random distances
between them. The transmission rate ri,j is given by ri,j =
ρ(N)W log2 (1 + min (SNRmax, Prx/N0)), where Prx is the
received power, N0 is the noise power, W is the channel
bandwidth, and SNRmax in the maximum signal-to-noise ratio.
The coefficient ρ(N) ∈ (0, 1] abstracts the rate loss introduced
by a clustering algorithm that achieves near-zero interference
between the simultaneously active links. We estimate this
coefficient numerically; its analytical derivation is a separate
research problem out of the scope of this paper.

The received power Prx follows a free-space path loss model

and is given by Prx = PtxGtxGrx

(
λ

4πdi,j

)2
, where Ptx is the

transmit power, Gtx= 1 and Grx are the transmit and receive
directivity gains, respectively, λ is the wavelength, and di,j is
the distance between users i and j. We calculate the transmit
directivity gain using the approximation Gtx=

2
1−cos θ2

, which
is accurate for narrow half-power beamwidths. The simulation
parameters are listed in Table I.
B. Comparison of Strategies

In Fig. 2, we compare the performance of the two strate-
gies for varying computational/communications heterogeneity
factors ηcomp/ηcomm. The vertical axis represents the ratio
between the iteration time in the system without offloading,
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Fig. 2: Comparison of strategies for varying heterogeneity.

maxi Ti, and the optimized iteration time, T ∗. The error
bars correspond to one sample standard deviation measured
over 5K experiments. The results demonstrate that D2D-aided
offloading is more beneficial if the users have low-rate links
to the edge server. The distribution of computational resources
does not significantly affect the choice of the preferred strategy.

In Fig. 3, we illustrate the dependency of the gain achieved
by the strategies on N for fixed ηcomp and ηcomm. As follows
from Fig. 3(a), in the case of large number of weaker users
and low computational heterogeneity ηcomp, offloading to
the edge server outperforms D2D-based option only if user-
server channel conditions vary insignificantly (low ηcomm).
The observations are similar for the case of higher ηcomp with
the key difference that offloading provides better processing
time reduction. According to Fig. 3(b), D2D-aided offloading
outperforms offloading to the edge server if ηcomp is high
and the proportion of computationally strong users is large. In
this case, the total computational capacity of the proximate
users may exceed that of the edge server, and, therefore,
communicating excessive data to the capable neighbors results
in more significant computational gains.

TABLE I: System parameters

Parameter Value
Max. computational capacity, amax 3 · 105 MAC/s
Server computational capacity, aS 5 · amax MAC/s
Max. communications rate, rmax 10 · rD bit/s
Training data size limits, [`min, `max] [1 · 103, 2 · 103]
Number of data features, d 250

Radius of deployment area, R 25 m
D2D carrier frequency 60 GHz
Server uplink / D2D link bandwidth 100 MHz / 1 GHz
Maximum SNR / Transmit antenna gain 18 dB / 20 dB
Half-power beamwidth 30o

Transmit / noise power −3 dBm / −78 dBm

V. CONCLUSION

Location-based XR applications deployed in dynamically
changing environments require continuous adaptation via col-
laborative online ML, whose bottleneck is limited local com-
putational resources of the XR devices. To accelerate dis-
tributed ML training, we proposed two strategies of network-
assisted offloading: to the edge server and to the proximate
D2D neighbors. We demonstrated that when the network

(a) Het. steepness s=0.5: high proportion of weak users. Strategy #1 outper-
forms Strategy #2 only for low communications heterogeneity and small N .

(b) Het. steepness s=2: low proportion of weak users. Strategy #2 outperforms
Strategy #1 for high computational heterogeneity.

Fig. 3: Achievable processing time reduction for two strategies.

selects the offloading strategy and sets the corresponding load
allocation as proposed, heterogeneous deployments may reach
substantial performance gains. Our numerical study confirmed
that offloading to the edge server is more beneficial if the
number of users and the communications heterogeneity are
low, while D2D-aided offloading is preferred if the system
has a large number of computationally strong users.

ACKNOWLEDGMENT

This work was supported by the Academy of Finland
(projects RADIANT and IDEA-MILL). This material is based
upon work supported in part by the National Science Founda-
tion under Grant No. ECCS-1711702 and by the Mitsubishi
Electronics Research Laboratories.

APPENDIX: PROOF OF PROPOSITION 1

Proof. We solve the optimization problem (P1) using the
Lagrange method. The Lagrange polynomial corresponding to
the problem (P1) is given by

L (T, ω, λ, µ, ν) = T +
∑N
i=1 λi ((1− ωi)Ti − T )+∑N

i=1 µi

(
ωiRi + 2a−1S

∑N
j=1 ωj`j

)
−∑N

i=1 ν
−
i ωi +

∑N
i=1 ν

+
i (ωi − 1) ,

where λi ≥ 0, µi ≥ 0, ν+i ≥ 0, and ν−i ≥ 0 are Lagrange
multipliers. The optimal parameters T, {ωi} and the corre-
sponding Lagrange multipliers can be found by solving the
following system of equations:

1−
N∑

j=1

λj −
N∑

j=1

µj= 0 (E1)



−λiTi + µiRi + 2a−1
S `i

N∑
j=1

µj − ν−i + ν+i = 0 (E2)

λi ((1− ωi)Ti − T )= 0 (E3)

µiωiRi + µi2a
−1
S

N∑
j=1

ωj`j − µiT= 0 (E4)

ν−i ωi= 0 (E5)

ν+i (ωi − 1)= 0. (E6)

For each user, it is sufficient to consider the following cases:
1) User i does not offload its data, or ωi = 0. Then, ν+i = 0

in (E6), and the solution is optimal if

ν−i = µiRi + 2a−1S `i
∑N
j=1 µj − λiTi ≥ 0

for λi ≥ 0 and µi ≥ 0.
2) User i offloads all its data, or ωi = 1. Since T ≥ 0,

from (E3) and (E5), it follows that λi = 0 and ν−i = 0,
respectively. Substituting the values to (E2), we obtain

ν+i = λiTi − µiRi − 2a−1S `i
∑N
j=1 µj ≥ 0,

which holds only if ∀µi = 0 and ∀λi = 0. It contradicts
(E1), and, hence, ωi = 1 does not solve (P1).

3) User i offloads a share ωi = Ti−T
Ti

of its data. Since (E5)
and (E6) require ν−i = 0 and ν+i = 0, (E1) and (E2)
imply that the considered ωi is optimal only if λi > 0.

Furthermore, we assume that iteration time T is fixed. We
divide all users into two sets:

1) I0 = {i : Ti ≤ T, ωi = 0}: In this case, if µi > 0, then
T = 2a−1S

∑N
k=1 ωk`k; if µi = 0, T is arbitrary.

2) I1 = {j : Tj > T, 0 < ωj < 1}: We additionally divide
the set into subsets I1a = {j : µj > 0} ⊆ I1 and
I1b = {j : µj = 0} ⊆ I1. For both subsets, λj =
µjRj+2a−1

S `j
∑N
k=1 µk

Tj
> 0. Similarly, if µj > 0, then

T =ωjRj + 2a−1S
∑N
k=1 ωk`k; if µj = 0, T is arbitrary.

Since Rj = `jr
−1
j > 0, either (µi > 0 and µj = 0) or

(µi = 0 and µj > 0). Let us rewrite (E1) as

1−
∑
i∈I0 λi −

∑
ja∈I1a λja −

∑
jb∈I1b λjb −

∑N
k=1 µk = 0.

Substituting the corresponding expressions for λj and after
rearranging, we obtain

1−
∑
i∈I0

λi−
∑

ja∈I1a
µja

Rja
Tja
−

N∑
k=1

µk

(
1 + 2a−1S

∑
j∈I1

`j
Tj

)
= 0.

Suppose that ∃µi > 0. Then, T = 2a−1S
∑N
k=1 ωk`k and

µj = 0,∀j ∈ I1. Substituting the expression for T into
constraint (P1b), we arrive at

ωjRj + 2a−1S
∑N
k=1 ωk`k ≤ 2a−1S

∑N
k=1 ωk`k.

Since Rj > 0, the inequality holds only if ∀ωj = 0 and,
consequently, T = 0, which contradicts T > 0.

Therefore, µi = 0,∀i ∈ I0, and there exists at least one
µj > 0, from which we may conclude that

T = ωjRj + 2a−1S
∑N
k=1 I[T < Tk]ω̃k`k, (3)

where ω̃k = Tk−T
Tk

. Substituting ω̃k into (3) and after rear-

ranging we obtain T =
Rj+2a−1

S

∑N
k=1 I[T<Tk]`k

1+
Rj
Tj

+2a−1
S

∑N
k=1 I[T<Tk]

`k
Tl

.

In the final step, we demonstrate that the constraints of (P1)
hold only if j = argmax

Rj
1+Rj/Tj

. Since one iteration time is
given by (3), we may observe that the users from the set I0
do not violate the constraints of (P1). Then, one should only
check if the constraints hold for the users from the set I1.

Let j′ 6= j be an arbitrary user from I1. Substituting (3)
into (P1b), we obtain(

1− T
Tj′

)
Rj′ ≤

(
1− T

Tj

)
⇒ T ≤ Rj−Rj′

Rj/Tj−Rj′/Tj′
.

Therefore, we may derive Rj−Rj′
Rj/Tj−Rj′/Tj′

≥ Rj+C1

1+Rj/Tj+C2
, where

C1=2a−1S
N∑
k=1

I[T <Tk]`k, C2=2a−1S
N∑
k=1

I[T <Tk]`k/Tk.

Let T ∗ = ωjRj + 2a−1S
∑N
k=1 ωk`k be optimal. Suppose

that there exists T ′ < T ∗ of the user j′ ∈ I1, such that
Rj′−Rj

Rj′/Tj′−Rj/Tj
> 0 (4)

and Rj′+C1

1+Rj′/Tj′+C2
<

Rj+C1

1+
Rj
Tj

+C2

. (5)

Inequality (4) holds only if Rj′ > Rj and Rj′/Tj′ > Rj/Tj
simultaneously, and analogously for the opposite sign.
One can check that inequality (5) is equivalent to

Rj′

1+Rj′/Tj′
<

Rj
1+Rj/Tj

. Therefore, if Rj′ < Rj , then (5) holds
only if Rj′/Tj′ ≥ Rj/Tj , which contradicts (4). Since the
conditions in (4) and (5) should hold for any set I0 and
I1, we select the user with the largest value of Ri

1+Ri/Ti
, or

j = argmax
Rj

1+Rj/Tj
.
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