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ABSTRACT 
Information retrieval (IR) evaluation can be considered as a form 
of competition in matching documents and queries. This paper 
introduces a learning environment based on gamification of query 
construction for document retrieval, called IRVILAB (Information 
Retrieval Virtual Lab). The lab has modules for creating standard 
evaluation settings, one for topic creation including relevance 
assessments and another for performance evaluation of user 
queries. In addition, multilingual Wikipedia online collection 
enables a module, where relevance assessments are translated to 
other languages. The underlying game utilizes IR performance 
metrics to measure and give feedback on participants’ information 
retrieval performance. It aims to improve participants’ search 
skills, subject knowledge and contributes to science education by 
introducing an experimental method. Distinctive features of the 
system include algorithmic relevance assessments and automatic 
recall base translation. 
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1 Introduction 
Effective query formulation improves search results and 
information interaction [11, 4], which can be measured with IR 
metrics using controlled settings as described in this paper. 
Information search skills are an important part of information 
literacy, which has been acknowledged as an essential prerequisite 
for engaged citizenship and lifelong learning [2, 5]. Without 
relevant search results, it is difficult to proceed further in the 
process: into evaluating and using information. An ability to use 
the search engine and query formulation is the foundation of the 
search process.  

 1.1 Learning query construction 
Query formulation involves constructing a query for a search 
engine to express an information need. Typically, a user expresses 
it in the form of keywords and phrases. The queries are matched 
against a document collection by a search engine. The quality of 
results is heavily dependent on the query expression.  

Earlier research indicates that query formulation and 
reformulation can be one of the most problematic and challenging 
tasks for users [7, 12]. To overcome these challenges, we have 
developed a system that trains information search skills. It 
measures and gives feedback based on participants’ information 
retrieval performance. The pedagogical goal is to improve 
participants’ search skills in an experimental environment, a LAB.  
Thus, using IR measures as game components contributes to 
science education by introducing an experimental method. The 
system works in a multilingual environment fostering CLIL 
(Content and Language Integrated Learning), where topics are 
searched using a foreign language to be learned.  

Although many user groups are quite possible, preferred 
players (searchers) are second degree students, while topic 
creators and assessors would be their teachers or university 
students. The latter group would foster much needed co-operation 
between the second-degree education and universities. This co-
operation contributes to the science education and search skills, 
disseminating and promoting information retrieval related studies 
in the universities at the same time. 

1.2 IR as a game 
Generally, it is meaningful to gamify information retrieval for 
various settings (e.g., [6]). Particularly, the IR document retrieval 
evaluation scheme (laboratory model) is intrinsically a game, 
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where methods are compared against the others in a competitive 
setting. In traditional evaluations IR methods or systems are 
evaluated given a query, but alternatively queries can be evaluated 
with a given IR system. 

Accordingly, our approach is based on an old idea of analyzing 
query performance (QPA) by using the standard IR metrics [10]. 
The QPA style game setting followed the IR laboratory model with 
controllable search settings including frozen standard test 
collections and IR metrics.  

The IRVILAB Wikipedia edition1 is tailored for the online 
Wikipedia, where the articles are contemporary and meaningful 
items for the participants to search. In IRVILAB, the topics can be 
created, and articles assessed by anyone, if necessary. In addition, 
IRVILAB supports rapid (semi) automatic recall-base construction, 
using a query as a seed. For multi-lingual purposes it offers a 
feature where the assessments can be translated virtually to any 
other language through cross-language links.  
       The presented demonstration uses online Wikipedia as a 
familiar environment for the participants to train searching and 
compete against themselves and one another based on their 
queries and material they find. The game can be tailored for 
virtually any topic and language, thus suitable for learning subject 
knowledge and foreign languages through query formulation, 
search and personal relevance assessments. 

1.3 The online Wikipedia as a multilingual 
collection 

Wikipedia is a free, multilingual online encyclopedia covering a 
plethora of topics. While being one of the most popular sites on 
the Internet having editions in 325 languages, it is known 
worldwide. Because of all this and more, Wikipedia has been used 
in various IR settings as a frozen edition for repeatable IR 
evaluation settings (e.g., [1]). Online Wikipedia, in turn, is not 
frozen, but more like an ever-growing organism, not directly 
suitable for robust IR evaluations over periods of time. However, 
apart from the Web, as an encyclopedia it is still a much less 
dynamic environment encapsulating subjects as individual articles. 
These articles often represent related concepts or entities with 
constantly and mostly improving quality and thus relevance in 
their content. In addition, many significant articles have their 
unique counterparts in Wikipediaes of other languages, forming a 
coarse-grained parallel corpus. Technically, these articles are 
yielded through cross-language links.   

2 System description 
In IRVILAB anyone can set up a game. Game setting is basically 
writing a topic description and making (graded) relevance 
assessments within the collection based on the description. The 
player (searcher) is given a standard “bag-of-words” query field, 
where the player inputs a query based on the topic description and 
gets results with immediate feedback in the form of result list and 
performance analysis as IR measures. After seeing the results, the 

 
1 https://webpages.tuni.fi/irvilab/lab/ 

player can suggest relevance values for documents with missing 
relevance judgements or disagree with the existing ones, 
contributing to the collaborative effort for relevance assessments. 

2.1 System architecture 
 IRVILAB works as an online browser-based system offering a 
standard HTML client, with some Javascript. The user interface is 
simplistic and has been successfully tested with most commercial 
browsers.  

The back-end is programmed using PHP with MariaDB 
database access. While it is intended for educational purposes, it 
offers views for both students and teachers. No standalone 
installation is required, instead the system is scalable and can be 
used from anywhere. 

The system architecture is lightweight; the IR system and 
document maintenance are based on technology offered by 
Mediawiki. The search utilizes Mediawiki API2 on Wikipediaes of 
different languages. In other words, using the CirrusSearch query 
language, the documents are retrieved directly from online 
Wikipediaes. The inner functions are described here as program 
modules for topic design, translation and query and information 
seeking evaluation module as the game (See Figure 1). 

2.2 Topic creation module 
Using the Topic creation module, topics are created for the 
participants to compete. This involves writing a topic description 
(information need) and related relevance assessments of the 
documents. Topics can be created by a teacher, if used on a course, 
or anyone for that matter. Alternatively, or in addition, they can 
be done in a multi-user setting collaboratively as well while 
playing. Apart from manual assessments following a topical 
relevance criterion, the system offers automatic relevance 
assessment process following algorithmic relevance criterion [9]. 
In the latter, option documents’ relevance grading is based on the 
assessors one or more queries, where the hits are marked as 
relevant. Algorithmic relevance assessments may be sufficient for 
a basis of a game and learning instead. The assessments can be 
altered manually later on, making the assessment process semi-
automatic. Graded relevance assessments are supported. 

 
Figure 1: System diagram with modules 
 

 
2 https://www.mediawiki.org/wiki/API:Search 
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Table 1: Two sample Ad hoc topics from [1] and related 
recall base sizes (#docs) per relevance grade on Finnish 
Wikipedia. 

 0 1 2 3 Tot. 
GMO (topic number 663):  

Safety of genetically modified food 
504 62 12 4 582 

TT (topic number 557):  
Time travel theories 

532 80 41 13 666 

 

2.3 Translation module 
The relevance assessments can be used in Wikipediaes of other 
languages, because the same article can be present in other 
Wikipediaes, too. Namely, each Wikipedia article has a set of 
cross-language links to the corresponding articles in Wikipediaes 
of other languages. Assuming their similar relevance with the 
already assessed source document enables automatically 
“translated” recall base instances. In other words, after the 
translation, a topic is directly available for search using another 
language. An obvious use case for this is CLIL (Content and 
Language Integrated Learning), where topics are searched using a 
foreign language to be learned. Another use case is to force 
participants (searchers) to use a language completely alien to them 
to illustrate the computers’ viewpoint in matching. 
 

 

Figure 2: Translation coverage from Finnish to five 
languages (English, German, Swedish, Russian and Chinese) 
of topic GMO. See Table 1 for initial recall base size and 
topic name. 

The differences between Wikipediaes may rise a concern of the 
completeness of the translated recall base. As a partial answer, 
Figures 2 and 3 present the recall base translation coverage of 
topics presented in Table 1 by their relevance grade (3 denoting 
very relevant to 0 not relevant). The relevance assessments were 
initially done in Finnish Wikipedia collaboratively by 50 
participants and then translated automatically into recall bases of 
five languages (English, German, Swedish, Russian and Chinese) 
using the module. It seems that relevant documents are found 
slightly more often from other Wikipediaes than non-relevant.  
 

 

Figure 3: Translation coverage from Finnish to five 
languages of topic TT (English, German, Swedish, Russian 
and Chinese).  

2.4 Query and information seeking evaluation 
module 

The players construct queries for a given topic and given IR 
system and try to get as good results as they possibly can. The 
results are evaluated against relevance assessments (2.2 and 2.3). 
The gamification of query evaluation is based on IR metrics and 
related measures and diagrams. Related metrics include but are not 
limited to CG based metrics and precision-recall metrics. Euler 
diagram3 is used to illustrate precision and recall for the result set 
and CG curves4 for the rankings. Leaderboards are provided based 
on these measures for competition. 

The ground truth is not hidden in the query evaluations, but 
provided for the players. In contrast, information seeking is 
another game alternative and is measured by comparing 
participants’ relevance assessments to the ground truth hidden 
from the participants, or assessments done by other participants. 
The participants make several queries and read and assess the 
retrieved documents and get points whenever they find a suitable 
one. 

Measuring IR performance in a dynamic collection raises 
question about the reliability of the results over time using the 
same relevance assessments. Even though the system enables 
collaborative maintenance of relevance assessments, it is not 
realistic to monitor them too often.  

Even without any updates, we assume that for many topics the 
replicability remains satisfactory at least for less robust 
educational gaming purposes. To illustrate this, Figures 4 and 5 
represent query performances in December 2020 and again in 
January 2022. In this experiment, 59 participants were given a task 
to figure out best possible query expression for two distinct topics 
without seeing the relevance assessments, just the result 
documents. The relevance assessments were done collaboratively 
during 2020. Right after the test the queries were evaluated against 
the assessments, and then again after 13 months. The 

 
3 https://github.com/benfred/venn.js 
4 https://developers.google.com/chart 
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performances rankings between these points are highly correlated 
and show plausible long-term sustainability at least for educational 
gaming purposes. Naturally, this warrants for more in-depth 
research.  

 

 
Figure 4: Cumulated Gain at cut-offs 10 and 100 for topic 
GMO. x-axis Dec. 2020 score, y-axis Jan 2022 score. Top 
queries marked. Spearman correlations CG@10: 0.89 and 
CG@100: 0.97         
 
To improve reliability, for instance Cumulated Gain [3] metrics 
using condensed lists is proven to be quite accurate for some 
settings with incomplete assessments (e.g., [8]). In other words, for 
the calculation the unassessed documents are omitted from the 
results.  

3 Discussion  
In traditional IR system evaluations, it is necessary to find the best 
possible method with statistical significance. Thus, a highly 
controlled laboratory setting with multiple topics is preferred. The 
rationale behind this demonstration is that comparing queries of 
human participants can be performed in a less robust environment 
allowing more degrees of freedom in topic creation, rapid recall-
base construction, and more realistic and up-to-date collections 
such as online Wikipedia. With human participants, a far more 
important factor than a perfect IR test setting and accurate results 
are meaningful topics, familiar and useful collection, learning and 

gaming. However, it seems that the system presented in this paper 
delivers results accurate enough to measure query performance for 
a learning game. To further improve robustness and reliability is 
one of the design goals in the future. 

 

 
Figure 5: Cumulated Gain at cut-offs 10 and 100 for topic TT 
x-axis Dec. 2020 score, y-axis Jan 2022 score. Top queries 
marked. Spearman correlations CG@10: 0.87 and CG@100: 
0.88.  
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